
Depreciation and Growth:

Evidence from Machine Repair in Uganda*

Tilman Graff
Harvard University

January 16, 2026

Job Market Paper

click for the most recent version

Abstract

Capital depreciation restricts economic growth, yet little is known about whether it is different
in developing countries and why. I study the market for machine repair in Uganda using detailed
field data I collected and a spatial growth model with endogenous depreciation. I first document that
the cost of machinery upkeep in the sectors I study is around twice as high as in the US, throttling
investment and growth. These costs are highest for small and remote firms, which I attribute to scale
effects: repair is expensive if it is only infrequently demanded. To quantify the macroeconomic impli-
cations of these findings, I build a growth model in which capital breaks occasionally and the process
by which it is repaired endogenizes the depreciation rate of the economy. The model proposes a mi-
crofoundation for scale effects in the repair market based on unpredictable demand and can account
for 7-9% of the variation in income between Ugandan regions when calibrated using rich survey and
administrative data. I simulate and discuss the effects of counterfactual development policies aimed
at increasing capital investment. Finally, I discuss implications of my findings for the measurement
of global capital stocks and present back-of-the-envelope estimates suggesting low-income countries
might have 15% less capital than conventionally measured.
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1 Introduction

Firms in poor countries operate fewer machines than those in rich countries. They employ about 42

times less agricultural horsepower per acre of farmland and import 100 times fewer manufacturing

machinery per capita than their highest income peers. 1 Given the important role machinery plays in

increasing productivity, the lack of physical capital in developing economies is often listed as a key

contributor to differences in living standards around the world (Hsieh and Klenow, 2010).

Why aren't there more machines in lower-income countries? In the absence of frictions, the textbook

answer says that the net return on capital, or how much a �rm can expect to earn from adding an addi-

tional piece of equipment to its production process, must be lower than in richer countries. There are

two reasons the net return on capital can be low: the gross return on capital (often written as r) might

be low, or the costs associated with having more machinery because of added repairs, maintenance,

and depreciation (often written as d) might be high. Of these two explanations, the former has received

signi�cant attention in contemporary macro and development economics. Efforts to measure r at the

micro-level using randomized controlled trials have frequently found staggeringly high rates of return

(see de Mel et al., 2008, among many others).2 Macro-level studies in turn have explored ways to rec-

oncile this apparent contradiction by focusing on costs and frictions associated with purchasing and

employing capital in developing countries (see Banerjee and Du�o, 2005, for an overview). 3

Much less is known about the other half of the net return on capital: the costs to upkeep machinery d.

In fact, existing development accounting exercises typically assume d to be constant across the world or

within capital classes, often parameterized at their conventional US values. 4 Nevertheless, a number of

factors might plausibly render the cost to keep an otherwise similar machine intact different in devel-

oping countries, such as barriers to access adequate repair, poor maintenance, low wages, or broader

environmental or engineering differences. What these channels add up to has direct implications for the

size of d, the net return on capital, and ultimately the nature of investment and the path of development.

Yet despite its ex-ante ambiguous direction and potentially important rami�cations, to date the litera-

ture has produced only limited empirical measurement or theoretical treatment of how expensive it is

to keep machines running in developing countries, why that is, and what it implies for global growth

and development. My paper seeks to begin closing these gaps.

In this paper, I present micro evidence and macro implications of what happens when physical capi-

tal breaks down in Uganda. I conduct a large �eld survey of capital-intensive microenterprises across

the country, which I use to construct a new and easily interpretable measure covering the full suite

of depreciation-related expenditures �rms face. Far from being a constant parameter, I �nd that these

costs are about twice as high as comparable estimates from the US and are decreasing in �rm size and

local economic development. I argue that capital upkeep is subject to economies of scale: It is more

expensive to maintain the �rst unit of capital than each following one, both within �rms and across

local markets. I formalize this intuition using a structural model of sudden capital breakdown, pro-

viding a new microfoundation of agglomeration effects in markets shaped by unpredictable and timely

1See Figure A.1 in the appendix for details about the global differences in capital intensity between rich and poor countries.
2Studies documenting high micro-level returns on capital in developing countries include Udry and Anagol (2006); McKen-

zie and Woodruff (2008); Kremer et al. (2013); Balboni et al. (2022); Caunedo and Kala (2023); Bari et al. (2024).
3The literature investigating reasons for low effective returns to capital includes Lucas (1990); Mankiw et al. (1992); Hall

and Jones (1999); Acemoglu and Zilibotti (2001); Caselli and Wilson (2004); Hsieh and Klenow (2007); Caselli and Feyrer (2007);
Hsieh and Klenow (2009); Chari and Rhee (2021) among many others.

4All papers mentioned in the footnote above assume constant depreciation rates across countries (except Lucas, 1990, who
does not discuss depreciation).
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demand. Embedded in a general equilibrium spatial growth model, these forces endogenously lead

the macroeconomic depreciation rate to be higher in less developed and more capital-sparse areas, re-

ducing investment, and exacerbating productivity differences, consistent with the empirical evidence.

Carefully calibrated to the Ugandan economy, the model accounts for 7–9% of income differences across

Uganda. Counterfactual simulations reveal that policy interventions in the repair market have positive

aggregate effects. Lastly, I argue that overlooking differential depreciation leads to potential mismea-

surement in capital stocks across the world. I present a revised global capital series and show it is

around one quarter more predictive of global income differences than existing development accounting

estimates.

I proceed in four steps. First, I empirically document that not having access to effective capital repair

is an important drag on �rm performance across Uganda. The data for my study come from two rep-

resentative �eld surveys I conducted across 1,408 �rms in three regions of the country, covering urban

centers and remote local village economies. The �rst survey focuses on �rms in motorcycle transport

and food processing (such as grain mills and coffee processing), two capital-intensive sectors central to

Uganda's economy. In both sectors, capital is mainly repaired by externally hired mechanics as �rms

are too small to have their own in-house repair personnel. The second survey focuses on these mechanic

�rms and allows me to trace out what drives costs in the supply of repair.

Using the rich survey data, I construct a novel comprehensive measure of “replacement investment”

to quantify the impact of capital breakage on �rm pro�ts. This measure captures how much money

�rms need to reinvest over the course of a year to keep a machine running and in good condition,

divided by its market value (a concept �rst discussed by Feldstein and Rothschild, 1974). It includes

all expenditures on repair and maintenance, the occasional need to fully replace a broken machine,

as well as the revenue �rms lose due to disruptions to their business while waiting for a machine to

be repaired. For example, if the owner of a $2,000 grain mill spends $200 a year on capital upkeep

in the form of repairs or maintenance, the resulting “replacement investment rate” (denoted by D)

would be 10%. Similarly, if she spent no money on upkeep, but there was a one in ten chance the

machine broke and became unusable over the course of the year,D would also be 10%. If both forces are

present, D compounds to 20%. I argue that my measure offers several advantages over the way capital

depreciation is usually quanti�ed (the drop in machines' second-hand prices as they age), as it directly

captures �rms' realized upkeep costs and does not require strong assumptions on thick and frictionless

capital resale markets, which might be particularly unlikely to hold in developing country contexts.

It furthermore includes quantities such as expenditures on routine repair and maintenance, which are

not usually counted as depreciation investment, despite their direct importance for the net return on

capital.5 Lastly, this �exible measure is not an engineering constant, but is endogenously shaped by the

local availability, price and quality of repair – key components of �rms' investment considerations. 6

Second, I use my measure to uncover three new stylized facts about capital depreciation in Uganda.

First, I show that �rms' expenditure on capital upkeep is high: replacement investment rates between

37% (motorcycle transport) and 55% (food processing) imply �rms on average incur costs equivalent

to a third to half of a machine's value each year just to keep it operational, twice as high as benchmark

5The System of National Accounts treats routine maintenance and repairs as intermediate consumption and not invest-
ment. It acknowledges, however, that this distinction is “not clear-cut” and often dif�cult to enact in practice. (United Na-
tions, 2009, 6.226ff and A4.60). Even more major repairs thatarecounted as investment will likely not be fully picked up by
machinery resale price movements, despite their immediate contribution to the costs of keeping capital running.

6In section 3.3, I provide qualitative evidence that the availability of repair and spare parts is among the most commonly
stated concerns for �rms considering new machinery investments in the Ugandan sample.
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numbers derived from engineers' estimates in comparable sectors in the US. The primary contributors

to these high rates are large costs of repairing and maintaining machines (11% to 25% of a machine's

value each year) and substantial scrap and replacement rates of existing equipment (on average every

4 to 7 years). Especially in food processing, the market for repairs further appears plagued by dif�cul-

ties in getting repair quickly as �rms often wait a considerable amount of time to get their machines

repaired. Over the course of a year, 8% of a machine's value is lost as forgone revenue while it lays

broken and idle in this sector.

The second stylized fact is that keeping capital running is subject to scale effects and thus more ex-

pensive in remote and less developed areas. Surveyed �rms in the most sparsely populated locations

in Northern Uganda spend almost twice as much to upkeep otherwise similar machines compared

to �rms in dense urban Kampala, reaching replacement investment rates of over 70%. This gradient

stands in stark contrast to the common assumption of constant depreciation rates across the economy,

and is driven by remote mechanics charging higher relative prices, machines breaking more often, and

having to be replaced at a younger age. Additionally, mechanics in rural areas are slower at routine

repair tasks and have less subject-speci�c knowledge. To overcome these challenges, �rms frequently

hire mechanics from far away to travel and provide their repair services, incurring costly delays and

monetary costs. Similar bene�ts to density also apply across capital classes: rare machine types (such

as uncommon motorcycle brands) are more dif�cult to get repaired quickly than frequent ones.

A �nal stylized fact is that smaller �rms pay relatively more to keep their machines in good repair. I

show suggestive evidence that this gap can partially be explained by relatively larger �rms vertically

integrating and hiring in-house repair personnel to take care of their machines at lower costs. This

investment, however, is only economical for �rms with enough capital to generate a steady �ow of

in-house repair demand. Indeed, �rms hiring an in-house mechanic have about a 20 percentage points

lower replacement investment rate, all else equal. A caveat to this �nding is that only few �rms in my

sample are large enough to make this investment, and so differences are imprecisely estimated (9% of

�rms have four or more employees, 4% have in-house repair personnel). Together, these stylized facts

suggest that small and remote �rms, enterprise characteristics commonly associated with developing

country settings, are particularly exposed to high costs of capital breakage.

To rationalize these reduced form facts, my third contribution is to present a structural model of the

economy where capital breaks down from time to time. Once a machine breaks, �rms rely on the

repair market to get their equipment operational again. Informed by the empirical evidence, I propose

a novel theory of scale effects in markets shaped by unpredictable demand, such as the market for

machine repair. The key feature of the model is that repair services are assumed to both be unpredictable

(the need for machine repair arises randomly and cannot be scheduled in advance) and timely (once a

machine has broken down, repair needs to happen quickly). For example, a grain mill operator in a

remote village does not know when her machine will break next; but once it does, every hour she waits

for the mechanic to show up carries a large cost in the form of lost revenue. I show analytically how this

unique demand structure gives rise to a novel form of agglomeration effects, whereby �rms in central

locations bene�t from the demand generated by their neighboring �rms. Intuitively, if demand for

repairs is higher, the equilibrium rate at which the local market satis�es this demand is faster, bene�ting

everyone.7 The same forces rationalize why only large �rms hire an in-house mechanic: when lots

7An early literature debated the question of whether unpredictability of demand rationalises increasing returns to scale
(Chamberlin, 1948; Whitin and Peston, 1954; Levhari and Sheshinski, 1970; Arrow et al., 1972). Other markets share the
structure of demand being unpredictable but timely, most notably emergency health care. The model would predict such
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of machines might break at any time inside the �rm, it becomes more economical to always have a

mechanic on stand-by, rendering every single breakdown less disruptive.

The model formalizes this intuition using insights from queuing theory. Demand materializes as a

stochastic process, the long run mean of which is known to mechanics, but not the exact timing of the

next realization. A mechanic of grain mills might know that on average, four customers walk into her

store per week, but she doesn't know when exactly. This can lead to a situation in which multiple orders

come in in close succession, pile up, and form a potentially weeks-long queue. Customers dislike wait-

ing in line as they lose revenue sitting on a broken machine, and so shift their demand to places with

faster service. In spatial equilibrium, mechanics in central areas optimally respond by hiring additional

workers which allows them to clear orders faster. In remote areas with low overall demand, however,

these workers sit idle between orders and so generate high average operating costs to mechanics, driv-

ing up repair prices. In equilibrium, the lower overall demand for repair services, the higher the price

for each service.

I embed this force in a general equilibrium spatial growth model, in which the cost of repair endogenizes

the effective level of depreciation and subsequently the resulting amount of investment. In the model,

monopolistically competitive mechanics are able to offer cheaper prices and faster service if they operate

in high-demand areas, lowering expenses necessary to keep machines running throughout the year.

Capital owners take this market structure into account when deciding how much to invest in, repair,

and maintain their capital. This leads to a multiplier effect whereby capital-rich regions experience a

cheaper rate of upkeep, attracting even more capital, and so on. On the other hand, remote regions �nd

it hard to grow, as initial units of machinery fail and repair is expensive to come by.

I estimate the model using my rich microdata on the market for repairs, supplemented with admin-

istrative data from various Ugandan sources. As my survey was designed with the eventual model

of frictional repair markets in mind, many parameters can be calibrated non-parametrically. Detailed

data on the travel behavior and implied cost functions by mechanics, self-reported frequencies of cap-

ital breakage, as well as tax data on the trade in �nal goods across Uganda pin down the structural

and spatial parameters of the model, shaping the relationship between local economic development

and endogenous depreciation. The estimated model matches a series of untargeted moments, such as

the distribution of capital imports and employment shares across the country as well as the observed

gradient in replacement investment rates between more and less developed regions.

Fourth, I argue that understanding capital depreciation as an economic object subject to economies of

scale has important macroeconomic implications for growth and development. In particular, if poor re-

gions face higher repair costs they invest less, making them even poorer, and so on. I use the calibrated

model to quantify how much this multiplier effect contributes to income differences across Uganda. 8

I perform a canonical development accounting exercise to show that this new channel can explain be-

tween 7% and 9% of the variation of income per capita between Ugandan regions. In other words,

capital upkeep being more costly in less developed areas accounts for slightly less than one tenth of the

Solow residual across Uganda. As differences in these costs within Uganda mirror differences between

Uganda and the US, a similar contribution might be plausible across the world.

If high depreciation rates are inhibiting growth, what tools do policymakers have to bring them down?

markets to be subject to similar forces, a point made at least as early as Arrow (1963).
8Uganda displays a within-country variation in living standards of similar magnitude as the across-country variation glob-

ally, a trend in line with existing evidence on sub-national income differences (Acemoglu and Dell, 2010).
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I conduct three counterfactual simulations of policies targeted at increasing capital investment. First, a

nationwide vocational training campaign aiming to increase mechanic productivity by rates found in

well-identi�ed labor market experiments (Alfonsi et al., 2020) would reduce replacement investment

rates by about 2 percentage points (down from an economy-wide average of 51%) leading to a 2%

increase in total output. A budget-neutral removal of the current 15% Ugandan tariff on spare parts

would generate almost twice those gains. Lastly, an infrastructure program cutting trade and travel

costs by 10% leads to modest 1.5% improvements in overall output and about a 1 percentage point

decrease in aggregate depreciation, as remote �rms are better able to access more mechanics.

In the last part of the paper, I discuss how not accounting for depreciation potentially being higher

in poor countries might lead to bias in the way capital stocks are traditionally measured around the

world. The commonly used perpetual inventory method requires an estimate of the depreciation rate,

which is frequently assumed constant across space and time. I argue that if poor countries have higher

depreciation rates than traditionally assumed, they also have less capital than conventionally measured.

This is because more of the observed capital investment goes towards replacing depreciated old capital.

Using a series of strong assumptions, I provide a back-of-the-envelope estimate on the magnitude of

this bias by linearly extrapolating US-Uganda differences to the rest of the world, and recompute a

revised capital series for all countries in the Penn World Table (Feenstra et al., 2015). Capital stocks

are revised downwards between 10% to 30% for the poorest countries following this adjustment as

their depreciation rates are particularly high. Because of this, the accounting importance of the capital-

output ratio in explaining global income differences increases by a quarter (from 20% to 25%).

I contribute, �rst, to a long literature on the role of capital in growth and economic development, which

has sometimes struggled to reconcile micro and macro-level evidence. While the Solow (1956) model

assigns capital accumulation a central role in economic growth, rigorous development accounting ex-

ercises have noted that capital-output ratios explain only a modest share of global income differences

(Mankiw et al., 1992; Barro and Sala-i Martin, 1992; Hall and Jones, 1999; Acemoglu and Zilibotti, 2001;

Caselli and Feyrer, 2007; Feenstra et al., 2015). This stands in contrast to a series of well-identi�ed micro-

level studies, which have documented large gains from providing �rms with access to capital (de Mel

et al., 2008; Caunedo and Kala, 2023; Bari et al., 2024), putting renewed emphasis on the Lucas (1990)

puzzle of why capital doesn't �ow to the poorest countries. Importantly however, the vast majority

of studies in this area assume the costs to upkeep capital to be constant across places and the process

of development. By presenting novel evidence that these costs in a developing country are plausibly

much higher than previously thought, my paper offers one step towards reconciling these �ndings.

Micro-identi�ed gross returns to capital may appear in�ated when ignoring the equally high costs of

capital upkeep.

Second, I contribute to the literature on capital depreciation and its measurement. I revisit an old debate

on whether the rate at which capital depreciates should be considered a constant (as argued in Jorgen-

son, 1963) or an endogenous economic object (as advocated by Feldstein and Foot, 1971; Feldstein and

Rothschild, 1974). Empirically, I �nd evidence for the latter view, with measured replacement invest-

ment rates varying widely across space and between �rms. 9 By providing detailed measures of the cost

of capital upkeep in Uganda, my paper adds to a surprisingly small literature estimating capital depre-

9On the theoretical debate about the right way to measure depreciation and capital stocks, see also Cramer (1958); Griliches
(1962); Bitros (1976); Hulten and Wykoff (1996); Jorgenson (1996); Fraumeni (1997); Barro (2021). Lanteri (2018) and Rampini
(2019) present evidence for how the standard way of measuring capital depreciation – the fall of resale prices for used capital
as it ages – is complicated by resale markets being frictional.
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ciation in a developing country context. Bu (2006) uses �rm-level estimates of the replacement value

of current capital stocks from World Bank enterprise surveys in seven developing countries and �nds

that these valuations decline fast over time, implying capital depreciation rates about two to eight times

those in rich countries. Schündeln (2013) conducts a similar exercise among large manufacturing �rms

in Indonesia, which are found to have rates comparable to the United States. 10 I add to this literature

�rst by proposing a new and direct way to measure the cost of capital breakage to �rms (building on

Feldstein and Rothschild, 1974) and presenting newly collected �eld evidence that this cost is high. 11 I

then discuss implications of mismeasured depreciation rates on the way capital stocks are constructed

around the world, and provide a back-of-the-envelope revision of the Penn World Table capital series

(Feenstra et al., 2015), which ampli�es the role of capital in accounting for global income differences.

Third, I add to the large body of work on the growth barriers faced by small enterprises in developing

countries. Research in this area has emphasized credit constraints (Banerjee and Du�o, 2005; de Mel

et al., 2008), market matching frictions (Startz, 2016; Vitali, 2022), high demand volatility (Pelnik, 2024),

or input indivisibilities (Bassi et al., 2022; Kaboski et al., 2024; Walker et al., 2024). My �ndings add to

this list by emphasizing that small �rms face barriers to keeping their machines in good repair, leading

to high rates of capital depreciation, especially in remote areas. Part of why these costs are so high is that

machine breakdown frequently implies complete production standstill in small �rms, linking my �nd-

ings to the in�uential literature on production complementarities and weak links (Kremer, 1993; Jones,

2011). Theoretically, I propose a new microfoundation of scale effects based on the unpredictability of

repair demand, rationalizing why these costs are particularly high for these enterprises and characterize

a novel source of agglomeration effects in dense areas (Marshall, 1890; Miyauchi, 2024; Caunedo et al.,

2024). Similar to Lagos (2000), Sattinger (2002), or Brancaccio et al. (2024), I harness insights from queu-

ing theory to characterize how dense areas are better able to provide timely service. Lastly, I embed this

friction in a spatial growth model building on recent advances making accumulation dynamics tractable

across space by Kleinman et al. (2023) and Bilal and Rossi-Hansberg (2023). I add to this literature by

endogenizing the rate at which capital breaks down as a function of geography and investigating its

effects on economic growth.

In the remainder of the paper, I outline my survey data collection (Section 2), present evidence on

replacement investment rates in Uganda (Section 3), and build a model of capital repair to rationalize

these �ndings (Section 4). I then calibrate the model to the Ugandan economic geography (Section 5),

and discuss implications for development (Section 6) and development accounting (Section 7).

2 Data and context

To quantify the cost of capital upkeep in a developing country context, I conducted two surveys of

the market for machine repair among 1,408 total �rms across Uganda. The surveys focused on two

capital-intensive industries central to Uganda's economy: food processing and motorcycle transport.

Firstly, the “�rm survey” (N=861) was targeted at �rms operating machinery in these industries, namely

food processing enterprises such as grain mills, coffee processing �rms and motorcycle taxi drivers.

10In recent work, Caunedo and Keller (2021) investigate the adjacent concept of capital obsolescence across the development
spectrum, �nding it to progress more slowly in poor countries.

11A small and old literature analyzed theoretically the question of optimal capital longevity over the development process.
Most notably, Blitz (1958, 1959) argues that poor countries should invest in less durable capital and use cheap labor to maintain
it, partially consistent with my �ndings (see also Lewis, 1955; Hirschman, 1958). Sen (1962) similarly predicts that used capital
should systematically �ow to poor countries where it is of more use than scrapping it in rich countries. Most machines in my
study setting are purchased new.
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Secondly, a “mechanic survey” (N=547) targeted enterprises specialized in repairing these machines,

i.e. food processing machine mechanics and motor vehicle mechanics.

Geographical scope and sampling. The surveys were conducted in three regions across Uganda: the

capital Kampala with suburbs, the rural but well-connected Luwero district a few hours north of Kam-

pala, and remote Napak district in the far North-East of the country. Figure A.3 in the appendix presents

maps of the three study sites. Chosen to represent the full distribution of Uganda's economic geogra-

phy, the regions vary widely in local population density, average income, and overall economic activity,

enabling me to analyze the extent to which local market thickness shapes capital repair patterns. The

study regions are de�ned on the basis of districts, Uganda's �rst-level administrative division, which

are further divided into parishes. A team of enumerators visited all parishes of Napak and Luwero dis-

trict (37 and 93, respectively) and 109 parishes in Kampala and its suburbs.12 In each parish, the team

approached every enterprise operating a grain milling or coffee processing machine, as well as every

�rm specialising in the repair of these machines. 13 Enumerators furthermore went to the population

weighted center of each parish and approached the two motorcycle transport businesses and two mo-

tor vehicle mechanics closest to their starting locations that met the inclusion criteria. Appendix section

C.1 explains the sampling procedure in more detail. 14 Surveys were conducted between April and July

of 2025, outside of the main harvest of maize and coffee.

Motorcycle transport and grain milling are prominent sectors throughout all three regions and are

largely comparable in their operation. Motorcycle taxis (“boda-bodas”) are overwhelmingly microen-

terprises of self-employed entrepreneurs, who make up around 1% of the labor force in Napak, 2% in

Luwero, and 3% in Kampala, according to the 2014 Census, representing a dominant form of hailed

passenger transport throughout the country and wider East Africa (Raisaro, 2024). Food processing

employs between 0.1% and 0.7% of the Ugandan workforce. A common business type in this sector

is grain milling, which consists of often small-scale enterprises specializing in the milling of mainly

maize, rice, and cassava by servicing demand from local clients who bring their own dried grain to

have it ground for a fee. 15 Lastly, coffee hulling enterprises (also called “coffee factories”) are slightly

larger operations which purchase dried coffee beans from local farmers and use machinery to separate

the outer husk from the inner green bean, which is then sold on and eventually mostly exported. Less

than 10% of surveyed food processing �rms are coffee factories (none in Napak district), the rest operate

in grain milling. Figure A.26 in the appendix prints photos of machines in the sample.

A few features make these industries insightful to study. For one, �rms in both industries tend to be

small and largely rely on external mechanics to provide repair services after machine breakdown. This

is in line with global trends, whereby most mechanics in poor countries work outside �rm boundaries

(see appendix Figure A.2b). Second, both food processing and motorcycle transport are present and

12To avoid interfering with a concurrently running study in parts of Kampala's food processing industry, the team visited
73 out of Kampala's 96 parishes and supplemented the sample with 36 adjacent parishes from Kampala's suburbs which fall
into surrounding Wakiso district. For safety reasons, one parish of Napak district was not visited.

13As food processing machine mechanics often do not operate out of a physical storefront presence, the team furthermore
relied on knowledge from local food processing enterprises directing them to the mechanics in their area.

14My study is concerned with the depreciation and repair of productive capital, not that of private consumer durables. As
such, only motorcycle riders who perform passenger transport as a business activity are eligible for the study, not riders of
motorcycles for their own private commute. Furthermore, the team was instructed to deliberately over-sample motorcycles
by manufacturers other than the market-leading brand Bajaj. All statistics reported in this paper appropriately re-weight to
re�ect the sampling procedure.

15Larger grain mills buying maize from local farmers, milling it, and selling it on were also eligible and appear in the sample.
Only �rms milling grain for human consumption were eligible, not animal feeds producers. To identify �rms in grain milling,
I adapted the procedure used in Bassi et al. (2022), who kindly shared their sampling materials.
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fairly homogeneous business categories across the country, yet display considerable variation in local

density, with Kampala having around factor 100 more workers of either category per square kilometer

than the most remote districts (according to the 2014 Census, see Figure A.4). Third, the consequences

of machine breakdown are an immediate and permanent loss of income: in both motorcycle transport

as well as food processing, �rms cannot recoup lost demand in future periods, rendering the continued

operation of machinery of �rst order importance.

Survey design. Firm and mechanic surveys were designed to capture the market forces shaping the

demand and supply of capital repair services, as well as quantifying the sources and implications of

potentially high costs for capital depreciation and economic growth. On the �rm side, I collect detailed,

machine-level characteristics such as age, price, estimated resale value, and machine make or model, as

well as measurements of maintenance investments, utilization, fuel ef�ciency, and a precise history of

repair and replacement events. In particular, the survey elicited the frequency at which each machine

experienced operation breakdowns in the last three years, as well as the causes and consequences of the

most recent such incident. Firms provided information about whether machines were repaired, who

repaired them, at what costs, how long it was broken and idle until it could be operational again, and

how well the enterprise was able to operate in the meantime.

On the mechanic side, the survey was designed to quantify both spatial and temporal constraints in

the market for repairs. First, mechanics were asked to provide a history of business trips they had un-

dertaken in order to repair machines on their clients' premises, including information on where they

traveled, how long it took them, and how much was earned. They also completed a hypothetical exer-

cise about the price they would charge if a customer asked them to travel to various randomly drawn

locations throughout the country. Second, in order to quantify temporal mismatches, the survey elicited

information about the duration of a common repair task, the frequency at which new clients' orders ar-

rived, as well as how many spare parts are currently in store. Lastly, the survey elicited motorcycle

mechanics' sector-speci�c knowledge by administering a short subject-relevant skills questionnaire. 16

Sector descriptives. Table A.1 in the appendix reports �rm characteristics across sectors in the sample.

Firms of all four types are mainly micro-enterprises, with food processing �rms, motor mechanics and

food mechanics having slightly over two employees on average, while motorcycle riders are almost

exclusively single-person �rms. Monthly revenues range between roughly $200 for motorcycle riders,

$400 for mechanics of either sector, to about $1,300 for food processing �rms with between half and two

thirds being offset by directly measured �rm costs. 17

Firms show signs of low and uncertain demand. This seems particularly severe in food processing

repair, where �rms only serve an average of two customers a day. Capacity utilization in this sector,

measured through a direct survey question akin to the U.S Census of Manufacturing, is slightly above

50%. This is between �ve and ten percentage points lower than �rms in the other sectors. Firms in this

sector also report large volatility in revenue: on average, they earned about four times as much in the

best week of the last month, compared to its worst week. 18

16The skills test was adopted with permission from Alfonsi et al. (2020), who developed a sector-speci�c test for motor
vehicle mechanics together with Ugandan vocational training institutes and who kindly shared their survey module. Because
of budget limitations, only a shortened two-question version of their original seven-question module was asked. No such
questionnaire was administered for food processing mechanics.

17All monetary values in this paper are converted into USD from Ugandan Shillings using the exchange rate on April 1,
2025 of 1 USD� 3614 UGX.

18Measures of �rm utilization were adopted with permission from Walker et al. (2024), who report results from a compa-
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Turning to capital, food processing �rms operate on average 1.6 machines, which are mostly grain mills,

grain and coffee hullers, sealers (to seal bags of �our), and electrical weighing scales. On average, these

machines cost about $2,000 when �rst purchased and 70% are manufactured in Uganda. Motorcycle

riders, by comparison, all operate exactly one machine – their motorcycle. These are overwhelmingly

imported, mainly from India (who manufactures the market-leading brand Bajaj), China (Haojue), and

Japan (Honda).19 In both sectors, �rms mostly own their machines and rarely rent them out, on average

less than ten minutes a day.20

Further data sources. Throughout this paper, I use a series of additional data from various sources.

I rely on administrative data from the Ugandan Revenue Authority (URA) on the universe of value-

added tax receipts since 2014 to construct a representation of Uganda's �rm network across districts, as

well as measures of local value-added GDP and capital imports. By de�nition, this dataset only covers

formal activity, which is likely more capital intensive and covers around half of Uganda's true GDP

(Henning and Okello, 2024).21 Furthermore, I use the 2014 version of the Ugandan Census to calibrate

the topography of employment across the country, and scrape freely available data on prices of new and

second-hand motorcycles on a large Ugandan online marketplace, as well as travel distances between

districts using OpenStreetMaps.

3 Motivating evidence on capital depreciation in Uganda

I use the �rm survey data to quantify the effects of machine breakdown on �rm performance and

present a series of new stylised facts about the cost of capital depreciation across Uganda's economic

geography. I �rst present descriptive statistics on the various cost components of capital breakdown for

Ugandan �rms, before compiling them into a novel and systematic measure of replacement investment,

akin to a depreciation rate. Patterns in replacement investment later motivate a model of endogenous

depreciation and economic growth.

3.1 Descriptive evidence on capital breakdown and its components

The fact that machines are susceptible to breakdown and malfunction impacts �rms through a number

of different channels. They incur expenses maintaining machines before they've broken down in the

�rst place, repairing machines once they stop working, replacing those broken beyond repair, as well

as dealing with disruptions to their business while machines lay idle. As in many developing country

contexts, most activities related to machine repair in Uganda are mediated through markets, as �rms

are too small to have a dedicated mechanic on staff. In fact, none of the motorcycle transport microen-

terprises and only 8% of food processing �rms in my sample have a dedicated employee tasked with

maintaining and repairing capital. Whether or not this market functions well thus has direct implica-

tions for �rm performance and aggregate investment. The survey data is designed to capture each of

rable exercise among a representative sample of urban and rural �rms in neighboring Kenya. They �nd an average capacity
utilization of 0.62 and a best/worst week ratio of around 2.8.

19Figure A.5 in the appendix prints a histogram of motorcycle brands and food processing machine origin countries for all
three study regions.

20Firm descriptives in grain milling, including the absence of a meaningful rental market, align with similar �ndings re-
ported in Bassi et al. (2022)'s study of Uganda's grain milling industry (see also Bassi et al., 2023).

21For ethical reasons, the survey did not ask respondent enterprises' tax status. Plausibly however, the vast majority of
motorcycle �rms and a signi�cant share of the other three sectors likely operate informally, especially outside the capital
Kampala.
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Table 1: Capital replacement investment across sectors and regions

Motorcycle Transport Food Processing

Urban Periph. Remote Urban Periph. Remote

Panel A: Machine repair and maintenance
Number of full machine breakdowns per year 1.0 0.6 1.6 ��� 1.1 0.7 1.6���

Share of broken machines �xed by hired mechanic (%) 98.9 95.7 100.0 91.9 71.4 85.3
Share of total costs spent on machine repair (%) 4.1 5.5 12.0��� 1.8 4.0 15.4���

Number of maintenance activities per year 19.0 18.7 22.8��� 38.6 40.9 19.2��

Maintenance performed by hired mechanic (%) 85.6 77.8 85.9 54.4 32.7 26.7���

Panel B: Repair market costs
Annual days of machine idle time if ever broken 7.0 9.0 9.3 11.4 12.4 13.5
Lost revenue during idle time (%) 98.5 97.6 94.3��� 83.2 92.2 90.5�

Revenue lost to broken idle time if ever broken (%) 2.2 3.6 3.2 6.5 5.3 3.9
Mechanic travel distance (KM) 7.0 17.2 15.7��� 12.9 32.3 19.5�

Had negative experience with a mechanic (%) 59.5 55.5 34.6��� 42.4 26.6 29.9�

Panel C: Machine age and replacement
Machine age in years 3.8 3.5 3.6 5.9 6.9 3.9���

Expected years until machine replacement 3.6 3.4 3.9 7.7 9.4 6.8
Fuel ef�ciency loss since purchase (%) 12.5 11.0 9.7 2.9 3.0 9.0���

Hours in use yesterday 10.2 9.6 6.9��� 7.2 5.7 4.7���

N 274 192 78 193 208 90

Notes:Descriptive statistics of the various components of replacement investment by sector and region. “Urban” corresponds
to Kampala and its suburbs, “Periph.” to rural but accessible Luwero district, and “Remote” to Napak district. Stars on the
remote column indicate statistically signi�cant differences to the urban column as p < 0.1 (� ), p < 0.05 (�� ), and p < 0.01
(��� ). “Share of broken machine �xed by hired mechanic” refers to the fraction of times a machine breaks and is repaired by
someone external to the �rm (as opposed to from within the �rm or not repaired at all). “Lost revenue during idle time” refers
to the loss of usual daily revenue (in %) each day a machine is broken and waiting to be �xed. “Revenue lost to idle time if
ever broken” corresponds to the annual revenue a �rm loses to all breakages and delays combined, conditional on there being
at least one breakage per year. “Mechanic travel distance” refers to the road travel distance from the hired mechanic's home
location to the �rm's premises. “Fuel ef�ciency loss since purchase” refers to the relative amount of additional fuel needed to
perform a usual day of operations between purchase date and now. “N” is the number of machine-observations, some �rms
have multiple machines.

these channels, many of which have not been quanti�ed together in either a developing or developed

country context.

Repair and maintenance. Table 1 presents summary statistics on capital repair, maintenance, and re-

placement. It splits the sample along sectors and districts, with columns labeled “urban” referring

to Kampala and its suburbs, “periphery” referring to Luwero district, and “remote” referring to Na-

pak district. Stars on the leftmost columns indicate statistically different values between Napak and

Kampala. Panel A reports indicators on the repair and maintenance of machines. Firms in the sample

experience a total breakdown of each of their machines (de�ned as a mechanical issue large enough

for the machine to not be operational anymore) between 0.6 and 1.6 times a year. Across both sectors,

the frequency of breakdown is largest in the most remote areas. Once a machine has broken down,

the overwhelming majority of motorcycle riders and a clear majority of food processing �rms rely on

externally hired mechanics to render their machines operational again. The expenses paid for repair

services is substantial, accounting for between 4% and 15% of total �rm costs per machine, with the

largest shares observed in more remote areas.

Firms conduct preventative maintenance to avoid machine breakdown. I classify as maintenance any

activities used to prolong the lifespan of a machine while it is still operational, such as changing oil of a

motorcycle or replacing the belt of a grain mill. Such activities are performed on average between once
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and three times a month. In motorcycle transport, such maintenance is again mostly conducted by hired

mechanics, and �rms pay about $7 each time. In food processing, maintenance activities cost about $23.

External mechanics only perform about 30-50% of them, with employees of the �rm accounting for the

rest.

Other repair market costs. Time is of the essence when repairing machines after they have stopped

working. Since most �rms rely on the market to provide timely repair, delay in service delivery presents

a signi�cant cost to �rms. If machines break, they are on average broken and idle for between one and

two weeks per year (Panel B of Table 1). There is a gradient with remoteness in both sectors, with �rms

in Napak waiting about two days longer on average (although imprecisely estimated). Because �rms

are small, they are mostly unable to continue operating during this time, losing between 83% and over

98% of their usual revenue. Adding up all breakages and delays, �rms lose between 2.3% and 6.5% of

total revenue each year conditional on experiencing at least one breakdown. 22

One source for this temporal mismatch are spatial frictions, as broken machines are immobile and not

every town or village has an adequate mechanic for every task. Indeed, outside of Kampala, the aver-

age machine is �xed by a mechanic who has traveled between 15 and 35 kilometers to the site of the

machine. One potential reason why �rms do not always rely on their nearest mechanic are relational

concerns: 25-60% of �rms have had a negative experience with a mechanic in the past (such as faulty

installation, theft, or long delays). Partly because of this, mechanic travel is a common phenomenon

across the country, leading to potentially long delays in service provision. My survey collected detailed

trip-level data on the travel behavior of mechanics, summarized in Table A.2 and Figure A.7 in the ap-

pendix. These illustrate how long travel is common among mechanics, especially in food processing.

Often a trip consists of a single customer, who pays a premium to be served from far away, with around

a third of total repair costs accruing to mechanic travel expenses in these cases.

Machine age and replacement. Firms replace machines that would be too expensive to repair or have

otherwise aged past their useful life within the �rm. High costs within the repair market can manifest

as high replacement rates, as �rms �nd it too expensive to access quali�ed repair services and rather opt

for a new machine altogether. Panel C presents evidence on the replacement behavior of capital in my

sample. Machines are relatively young: the average motorcycle (food processing machine) is below four

(six) years old. Especially for food processing there is again a clear spatial gradient, with machines in the

remote Napak district being almost two years younger on average. Since actual machine replacement is

a rare event, I asked �rms about the expected remaining service life of their machines. Firms in Napak

expect to replace their machines much sooner: among food processing �rms, the expected time until

replacement is below seven years, one to two years sooner than in the other regions, though no such

gradient is observed for motorcycles. 23 60% of �rms expect to be able to sell their machine once it is

replaced in the future, on average at a price 60% below its current value.

22The share of total revenue lost to machine breakdown is higher for �rms with more complex production processes, as each
new machine introduces a new possibility for failure and operational standstill (as proposed by Kremer, 1993). As such, food
processing �rms, especially those in urban areas where �rms tend to be larger, lose relatively more of their yearly revenue to
idle time.

23Two further potential reasons for the young age of machinery in my sample are the comparatively low age of �rms
(motorcycle �rms have on average been in operation for 4.5 years, food processing �rms for 6.5 years) and restrictions on
the import of used machinery (Uganda has in place an outright ban on the import of vehicles older than 15 years). 80% of
machines in my sample were purchased new, with used machines on average being 2 years old at time of purchase. High
replacement rates are, furthermore, also found among �rms that have replaced a machine in the past: those machines were
replaced while being between 3 and 7 years of age.
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Finally, machines might incur costs related to aging even before they are replaced. As a proxy for input

quality decay, �rms reported the amount of fuel or electricity needed to run the machine on a regular

day, both now and when it was �rst purchased. On average, motorcycles now need about 10% more

fuel to operate on a typical day, food processing machines only about 3% more.

The last row of Table 1 prints the number of hours a machine was in active use on the last day the

enterprise was open. Consistent with recent work on spatial gradients in capacity utilization, machines

in remote places are operating signi�cantly fewer hours per day than those in central places, with the

average Kampala machine running almost 3 hours longer than a machine in Napak (Walker et al., 2024).

The �ndings that remote machines are breaking more often, take longer to repair, and are expected to

be retired earlier, are hence not driven by enterprises running these machines past their breaking point

– if anything, the opposite appears to be true.

While these differences plausibly capture the notion that accessing adequate repair is dif�cult in re-

mote regions, they might also be driven by �rms in less developed areas operating equipment of worse

quality. However, note that enterprises in motorcycle transport drive largely the same, mass-produced

vehicle makes and models across Uganda (see appendix Figure A.5). Furthermore, Table A.3 in the

appendix investigates spatial gradients of two plausible correlates of inherent machine quality: pur-

chase price and the frequency of breakdown in the �rst year after purchase. While machines operated

in Kampala are generally more expensive than machines in the less developed Napak (column 1), this

gap closes almost entirely once controlling for wherea machine was purchased (column 2), and hence

appears more re�ective of local price levels than inherent quality differences. Similarly, while Table 1

reports that machines in less developed parts of Uganda experience more frequent breakdown, the re-

verse is true in their �rst year of use (where machines in Kampala experience failure almost one full time

more often than Napak machines, column 3 of Table A.3). Together, this descriptive evidence guides

attention to the market for repairs as a key mediator for driving the costs of capital upkeep.

3.2 A new uni�ed measure of replacement investment.

What do these various indicators sum up to? In order to project the evidence presented so far onto a

common and easily interpretable scale, I next introduce a new measure of machine-level replacement

investment. In particular, I de�ne
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as the Replacement Investment RateD for any given machine. This measure can be interpreted as the

share of the value of a machine that needs to be reinvested over the course of twelve months in order to

still have a comparable machine at the end of the year (Feldstein and Foot, 1971).24 In equation (1) 1R is

an indicator function that is 1R = 1 if a machine is replaced rather than repaired, X is the expenditure

24Feldstein and Foot (1971) argue that replacement investment is the economically most relevant notion of depreciation
expenses. For the United States, they construct a measure of what fraction of the capital stock is replaced every year, similar
to the last component (“discard or sell”) of my D-measure. They do not include the other components, though Feldstein and
Rothschild (1974) in follow-up work argue that all investments used to keep the capital stock constant should be included,
although they do not explore this empirically.
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accruing to repair and maintainance over a year, W is the revenue forgone while waiting for adequate

repair service delivery, dI is the cost associated with purchasing more inputs as the machine declines

in ef�ciency, PK is the machine's current market value, PK,S is the price attainable on the market when

reselling the machine, u is the machine's total utilization per period, and uavg is the average utilization

of this machine type in the economy. D is hence the sum of expenditures on repair, maintenance, and

replacement of machines, input decay and forgone revenue accruing to broken machines, all normalized

by the current market value of the machine and scaled to a �xed level of utilization.

To illustrate, assume a motorcycle of current market value PK = $1000 has an annual probability of 1R =

0.2 to experience a breakdown so severe it has lost all resale value(PS,K = 0) and needs to be replaced.

In the absence of any further repair or maintenance costs, this scenario implies D = [0.2PK] / PK = 0.2.

If, however, with reverse probability of 80% the machine has an additional lesser malfunction which

can be repaired for X = $100, the measure rises toD = [0.2PK + 0.8� X ] / PK = 0.28. Additional

maintenance costs or lost revenue while a broken machine sits idle add to D in an equivalent way, as

does accounting for machines that still fetch some price on the resale market when being replaced, or

machines losing some of their input productivity due to regular decay. Appendix section C.2 explains

each of these components and their measurement in more detail.

Discussion. Four remarks about this measure are in order. Firstly, D does not generally coincide

with the traditional measurement of the depreciation rate d, namely the decline in market prices of a

given machine across time. Instead, it is the relative share of the total capital stock that needs to be

reinvested just to keep its current productive capacity constant for one year. The traditional conception

misses that (a) some machines are never sold and so resale prices are not immediately relevant for the

burden repair puts on �rms, (b) maintenance and repair ceteris-paribus raise the price of a machine,

thereby decreasing measured depreciation rates, while still constituting a real expense for �rms, (c)

repair market frictions such as long service delivery times are equally a real expense for �rms without

showing up in price data, and lastly (d) resale market price movements can re�ect things unrelated

to capital repair, such as market trends or obsolescence, which are only partially informative for the

productive capacity absorbed by reinstating broken machines (Hulten and Wykoff, 1996).

Second, note that this measure is the relevant one for a Solow (1956)-style capital accumulation model.

In such a model environment, the appropriate notion of capital depreciation is the amount of resources

that need to be invested over the course of a period to keep the capital stock constant. Intuitively, regular

expenditures on repair and maintenance should be part of this quantity, as they represent economic

output that is neither consumed, nor used to grow the capital stock beyond what it already was. 25

Third, many components of D in equation (1) are driven by the functioning of the repair market or

represent otherwise endogenous choices of the �rm (such as whether to replace a machine 1R, or how

much to maintain and repair at which price X). One would hence expect this rate to vary across �rms,

places, and likely the process of economic development. For example, a thick repair market (with

low wait times W) should decrease D, while high wages paid to mechanics (and hence high values

for X) will increase it. My measure hence connects to an older debate on the nature and exogeneity of

depreciation between Jorgenson (1963), who argues that a constant rate ford is realistic and appropriate,

25Karabarbounis and Neiman (2014) de�ne capital depreciation as the only part of gross production that is never consumed.
As such, there is a tension between this notion and the National Accounts (United Nations, 2009), which classify regular repairs
and maintenance of capital as intermediate input consumption, but concede that this de�nition is not clear-cut and often hard
to implement in practice.
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and Feldstein and Rothschild (1974), who present many examples in which depreciation is shaped by

�rms' economic decision making.

Lastly, D can be rescaled and reported for any given time period, such as per year or per 100 hours of

use (for instance to construct a machine's “repair factor” as is common in agricultural economics, see

Kay et al., 2016). To that end, my survey captures measurements on the number of hours a machine was

in use, which I use to normalize the replacement investment rates across machines into one comparable

indicator. In practice, for each machine type (motorcycles of different brands, grain mills, scales, etc.)

I divide by the number of hours a machine was used in the past year and rescale the result by the

average number for each machine type (motorcycles, grain mills, etc.) across the sample. The result is

a machine-level indicator capturing how much of its value needs to be reinvested every year if it was

utilized at the economy-wide average level.

To compute D, one needs an accurate measure of a machine's current market value, as well as its ex-

pected resale value were it to be sold. This presents a challenge in the presence of thin second-hand

capital markets or machines a �rm does not intend to sell. To make progress, I rely on the standard

method of asking �rms to estimate the current market value and the future resale value of their ma-

chines.26 For motorcycles, where there is an active resale market, I validate �rms' estimates with data

I scraped from a large Ugandan online motorcycle marketplace and con�rm that �rms generally do a

decent job of estimating the price they could get for their machine (see appendix C.3 for details).

3.3 Stylised facts on replacement investment

With a uni�ed measure of the cost of machine upkeep in hand, I next present four new stylized facts

about capital replacement investment in Uganda.

Fact #1: D is high. Table 2 computes D using equation (1) for both sectors in the survey. It splits the

replacement investment rate into its four components (repair and maintenance, repair market costs,

replacement, and input ef�ciency decay) before reporting the aggregate measure. Firms reinvest a sub-

stantial share of their capital stock each year: 37% in motorcycle transport and 55% in food processing.

As a reminder, the way to interpret this number is that a food processing �rm with a grain mill worth

$2,000 on average incurs expenses of about $2000� 0.55 � $1,100 a year to still have a machine of iden-

tical productive capacity a year later. Similarly, a motorcycle enterprise using a motorbike worth $1,000

on average spends $370 throughout the year.

Repair and maintenance expenditures make up a substantial share of total replacement investment in

both sectors (11% and 25% of the machine's value, respectively). The majority of these expenses come

from minor repairs or maintenance costs, or any action performed while the machine is still able to

operate. Non-monetary costs of machine breakdown in the form of long wait times for repair services

constitute a smaller, yet nevertheless meaningful component of replacement investment. Especially in

food processing, a �rm loses about 8% of a machine's value in revenue each year while it waits for it to

be made operational again, compared to 2% in motorcycle transport. 27

26Asking �rms to estimate the market or resale value of their capital stock is common practice in e.g. the World Bank
Enterprise Surveys (see World Bank, 2019).

27To reconcile this number with Panel B of Table 1, note that the average �rm loses about 5.3% of its revenue to idle time if
any machine ever breaks. Adding in �rms who experience no breakdown and dividing by the number of machines, we get
that each machine on average leads to 1.5% of revenue loss. Roughly 1/3 of revenue is spent on intermediate inputs, which
presumably are not costs accruing during idle time, implying a pure annual cost equivalent to 1% of revenue. Food processing
�rms make around $15,600 in yearly revenue, or around 8 � each machine's market value, so that the revenue loss divided by
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Table 2: Replacement Investment RateD across industries

Motorcycle Transport Food Processing

Uganda USA dBEA Uganda USA dBEA

Repair and Maintenance 0.11 0.09 0.25 0.18
(0.01) (0.03)

= annual cost of minor repairs 0.09 0.20
+ annual number of major repairs 0.66 1.08 1.02
� cost each time 0.03 0.06

Forgone Revenue during Idle Time 0.02 – 0.08 < 0.01
(0.01) (0.01)

= days lost to idle time 5.22 8.06 0.34
� average daily lost revenue during downtime 0.01 0.05

Replacement 0.20 0.06 0.20 0.07
(0.01) (0.03)

= annual probability of replacement 0.39 0.33 0.11
� (1-average scrap value) 0.53 0.61 0.62

Input Decay 0.03 � 0.0 0.02 � 0.0
(0.01) (0.01)

= additional fuel required 0.03 0.01
� average costs 1.05 3.92

Replacement Investment Rate D 0.37 > 0.15 0.17 0.55 > 0.26 0.18
(0.02) (0.06)

Notes:Sample components of the replacement investment rate D, across the two capital operating businesses. As in equation
(1), every component is normalized by machine values and utilization. Bootstrapped standard errors using 1000 draws with
replacement at the parish-level in parentheses. See appendix section C.2 for a detailed breakdown of how each of the com-
ponents is constructed and measured. Corresponding estimates for US machinery printed in gray, these are rough analogues
based on available engineers' estimates and other data sources, see appendix section C.4 for details. Of�cial depreciation rates
used by the Bureau of Economics Analysis and underlying much cross-country work in gray denoted dBEA, going back to
Fraumeni (1997). For motorcycle transport �rms, the four components appear to not exactly add up to the full D rate due to
rounding differences. In the second panel, downtime days and average daily forgone revenue don't multiply into average
annual forgone revenue as �rms with higher costs to downtime experience less of it.

Replacing machines is the other large component of D, constituting slightly between a third and half of

total replacement investment in each sector, with �rms expecting to replace their machines quickly and

only be able to resell their current machines at steep discounts. Lastly, input decay contributes less to

overall replacement investment, at least in the dimensions measured: the cost associated with having

to purchase more fuel or electricity as the machine becomes less productive constitutes around 2-3% of

a machine's value each year.

How do these numbers compare to machines in similar sectors in other countries? In the absence of

comparably detailed data on capital breakdowns in the US, I compile engineers' estimates and repair

expenses from a variety of sources to constructD for US motorcycles and farm machinery. Table 2 prints

these in gray, appendix section C.4 provides further details on the construction of each estimate. For

food processing, I rely on the American Society of Agricultural and Biological Engineers who publishes

estimates on the longevity, breakdown frequency, and repair costs of farm machinery in the US (ASABE

Standards, 2011). Their estimates do not speci�cally focus on grain mills or coffee hullers, but instead

cover a broad range of farm machinery including tractors, threshers, and sprayers, of which I take

cross-machine averages. Since there are virtually no motorcycle taxis in the US, I rely on data by the

machine value is around 8%. A similar calculation holds for the other sector.
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EPA and BEA which report replacement patterns and annual repair expenditures for privately owned

motorcycles.28,29 With these differences in mind, comparing estimates for Ugandan and US machinery

can nevertheless offer a coarse insight into the relative magnitudes of replacement investment rates

between both countries.

For both sectors,D in Uganda is about twice as high as in the US. Notably, this is not driven by monetary

costs spent on repair, which are relatively on par between both countries, as are the frequencies of

requiring a major repair (about once a year). Instead, the differences are primarily driven by lower

forgone revenue during idle time and less frequent machine replacement in the US. Farm machinery in

the US is on average broken for only a few hours each year, resulting in revenue losses of less than 1% of

a machine's value, or eight times less than in Uganda.30 Similarly, the annual probability of replacement

is about three times lower for US machinery in either sector.

Fact #2:D is higher for remote �rms. Next, I document that replacement investment rates are higher

in remote areas. Figure 1a prints D pooling over both sectors for all three geographic regions in which

surveys were conducted. While urban Kampala and peripheral Luwero district display similar rates

above 40%, they increase to over 75% in more remote areas (leftmost point estimates for each region).

This holds also when controlling for sector, the age of a machine, or the exact machine model (motor-

cycle brand or food processing machine type, rightmost set of point estimates). This implies that it is

almost twice as expensive to operate an otherwise identical machine in the most remote and least devel-

oped parts of the country, a strong departure from the traditional assumption of constant depreciation

rates. Figure A.8 in the appendix prints the distribution of all four components of D across space and

reveals that the premium paid by the most remote regions is mainly driven by the two main contrib-

utors to replacement investment: repair and maintenance costs, and machine replacement, which are

both roughly twice as large in the remote district. The same pattern is obtained when zooming in and

classifying �rms by the market access centrality of their parish, i.e. comparing �rms in the most urban

parishes of Uganda to those in the most remote ones (see appendix Figure A.10a and appendix section

C.5 for details).

Two plausible contributors to this spatial gradient are the value of the machine ( pK) and the level of

utilization ( u), which enter in the denominator of D in equation (1) and are lower in rural areas. Figure

A.9 in the appendix replicates Figure 1a, after adding additional controls for these factors. Importantly,

the gradient is weakened, yet robust when holding these constituent components of the replacement

investment rate �xed, implying that the �nding that it is more expensive to keep machines running in

remote areas is not just a re�ection of machines there being cheaper or used less intensely.

Fact #3:D is higher for small �rms. Figure 1b prints a binscatter relationship between the replacement

investment rate D (residualized by machine type and geographical region) and log monthly revenue of

the �rm owning it. Firms with the lowest revenue have rates of close to D = 60%, while the largest �rms

display about half of that. Figure A.10 in the appendix shows that same pattern holds for alternative

de�nitions of size and splitting the sample by capital or labor inputs: �rms with any paid employees or

28Wherever possible, I rescale US estimates to the average age and utilization rates observed in Uganda to ensure that
differences along these categories do not drive the different headline numbers.

29Neither the EPA nor the ASABE include any evidence of input decay in motorcycles or farm machinery. In fact, the EPA
refers to the conception of vehicles losing fuel ef�ciency as they age as a “myth” (link).

30Thomas and Weiss (2020) estimate the value of revenue lost to unexpected downtime in US manufacturing and report a
value equivalent to about 1% of annual revenue. This compares to about 2% in Ugandan motorcycle transport and almost 5%
in food processing (see Panel B of Table 1).
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Figure 1: Stylized facts about replacement investment in Uganda

(a) Remote �rms require more replacement investment (b) Small �rms require more replacement investment

(c) Rare machines take longer to repair (d) Repairs are primary investment concern

Notes: Panel a reports the replacement investment rate D for �rms in the three survey regions, �rst without any controls
(leftmost estimates, light pink) before successively adding controls. As explained in the main text, D measures the total expen-
diture needed to keep a machine in constant condition throughout the year, divided by the machine market value. “Sector FE”
adds �xed effects for the two sectors (motorcycle transport and food processing), “Machine age FE” further controls for the age
of a machine (in 3-year buckets), “Machine model FE” adds controls for the exact machine model (motorcycle make or food
processing machine type, such as grain mill or weighing scale). 95% con�dence intervals printed around estimates. Brackets
report p-values of a test of coef�cient equality in the least and most saturated speci�cation. Panel b is a binscatter showing that
�rms with higher log monthly revenue have lower D, controlling for geographic region and machine type). Panel c presents
the average wait time to repair a broken machine by region and by whether it is the locally most common machine make
(motorcycle brand or food processing machine production location). Bajaj is the most common motorcycle make everywhere
and Ugandan machines are the most common food processing machine origin everywhere but Napak (where it is Chinese).
Figure A.5 presents the full distribution in all locations. The gradient in delay until repair services are accessed with distance
is driven by rare machine models (in pink). Table A.4 in the appendix prints these results in regression table form. Panel d
reports �rms' self-reported reason for why they chose their exact machine model. Multiple answers are possible. Answers
relating to cost or ease of repairs boldened.

operating more than one machine have a lower replacement investment rate than �rms that are owner-

operated (A.10b) or operate a single machine (A.10c), respectively.

Small �rms are of course different from larger ones along a number of dimensions. One important dis-

tinction is that the smallest �rms are less likely to have the relevant in-house repair know-how and thus

are more likely to rely on the external repair market every time a machine breaks. Indeed, �rms with

more than one machine (or at least one employee) are more than three times (more than 15 times) more

likely to circumvent the repair market and deal with capital breakdown internally. In line with this, ap-

pendix Figure A.10d presents suggestive (and noisy) evidence that the few �rms in the sample with the

capability of repairing machines in-house have around 12 percentage points lower replacement invest-
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ment rates than their peers without this in-house capacity. Importantly, this evidence accounts for the

wages �rms pay their in-house repair staff, and are hence consistent with productivity improvements

in large �rms.

Fact #4: Repair markets exhibit scale effects. The previous three stylized facts hint at the repair mar-

ket being a key mediator to high replacement investment rates for �rms. I next �nd evidence that repair

costs are particularly severe for uncommon machinery types in more remote areas. Figure 1c prints

the time it takes for a machine to be repaired after it has broken down, including time spent looking

for a mechanic and waiting for the mechanic to travel to the machine. The �gure then splits this delay

time by machines that are of the most common brand locally to machines of all remaining brands. In

particular, it compares motorcycles of the market-leading make Bajaj to all other makes, as well as food

processing machines with the most frequent country of origin (China in Napak and Uganda in the other

two regions) to all other ones. 31 I �nd that the clear remoteness gradient in the time it takes to get ma-

chines repaired is almost entirely driven by rare machine models: Bajaj motorcycles and machinery of

the most common countries of origin are repaired at similar speeds throughout Uganda. Rare machine

models, on the other hand, take much longer to be repaired the more remote a location is, going from

three days in Kampala to almost 15 days in Napak, on average.32,33

Together, the evidence presented points to a repair market that is subject to scale effects. Capital in

remote regions and of rare models is more cumbersome and expensive to maintain than in central areas

with a busy and diverse repair market. Firms that are large enough are able to overcome these issues

by circumventing the market entirely and relying on in-house repair personnel. Figure 1d presents

qualitative evidence that these dynamics are also top of mind for �rms' investment decisions. Asked

for the main reasons why they decided to purchase their particular machine model, issues related to

repairing the machine once it breaks are among the top responses by �rms in either sector, with the ease

of �nding spare parts the most common answer among motorcycle riders (third-most common for food

processing �rms, behind productivity and purchase price). Whether repairs are cheap or less frequently

required also rank prominently for both sectors.

Mechanic behavior Why is it so much more costly to keep machines in good condition in remote areas

and when relying on the repair market? In Figure 2, I use the mechanic survey to document that repair

enterprises in less developed areas are slower and less skilled than those in central areas. To maximize

power, I group mechanics by the market access of their home parish and compare those in the most

central to those in the most remote parishes.34 Figure 2a reports the average time it takes mechanics

31Figure A.5 in the appendix prints the full distribution of motorcycle makes and food processing machine countries of
origin by region. Bajaj is the predominant motorcycle brand across the country, yet urban areas generally have a wider
distribution of makes. For food processing machines, Kampala and Luwero �rms mostly use Ugandan made machines, while
Napak �rms mostly employ Chinese made ones.

32Table A.4 in the appendix prints the results of Figure 1c in regression form and also reports estimates from the same
speci�cation with the paid repair price as dependent variable, which follow a similar yet noisy pattern. Unlike common
machine models, the price paid to mechanics for repairing a rare brand is higher in remote areas, although the estimates are
imprecise and not statistically signi�cant.

33The �nding that it can often take a long time to get rare or sophisticated machinery back operational after breakdown
mirrors similar evidence found for government service delivery and infrastructure. Lee et al. (2020) for example report how
a large electri�cation campaign in rural Kenya was hampered by persistent mechanical failures and large barriers to access
adequate repair.

34Appendix C.5 provides details on the construction of market access measures for each parish in Uganda. There are only
29 mechanics in Napak district (21 for motorcycles and eight for food processing machines). Figure A.11 replicates all analyses
of Figure 2 splitting along districts. Con�dence intervals on the estimates from the most sparsely populated district are wide
and cover both other districts.
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Figure 2: Evidence on mechanic behavior by market access

(a) Time to serve arriving customers (b) Motor mechanics skills test score

(c) Brands of spare parts in store (d) Sourcing spare parts cited as problem

Notes:Evidence from the survey of mechanics investigating the mechanisms behind high replacement investment in remote
areas. 95% con�dence intervals around point estimates. Sample split by mechanic location market access quintiles, see ap-
pendix section C.5 for details on construction of this measure. In each panel, the set of leftmost estimates print the raw data
without �xed effects. Panels a and d then introduce sector �xed effects (motor vehicle mechanics or food processing me-
chanics) and lastly �rm size �xed effects (in quartiles). Panels b and c are only available for motor vehicle mechanics and so
suppress the middle set of �xed effects. Time to serve arriving customers in panel a is computed as the stated time until a
newly arriving order could be serviced, divided by the number of orders ahead in line. Skills test results in panel b show the
fraction of answers in a non-incentivized skills test respondents got correct. Brands of spare parts in store in c show the num-
ber of motorcycle brand spare parts a mechanic currently has in store, out of the 18 most common ones (each mechanic was
only asked a random subset of 3 brands). Panel d prints the share of mechanics listing “dif�culty to �nd spare parts” as one of
their three most pressing barriers to enterprise growth. Figure A.11 in the appendix replicates this analysis but splitting along
study districts instead of market access quintiles. Because of limited power in Napak district (the survey team interviewed
only 29 mechanics in this district), many gradients become undetectable in this speci�cation.

to service a customer currently waiting for their machines to be repaired. This measure is constructed

by eliciting the number of clients a mechanic currently has agreed to perform a repair task for, divided

by a self-reported time estimate for when they could begin work on a new customer's repair order.

In remote areas this processing time is around three times as long as in central ones, 114 minutes per

task compared to 37. This pattern is robust to controlling for mechanic sector (motorcycles or food

processing) and the number of employees a repair �rm has.

Two further pieces of evidence offer insights into why mechanics are slower to respond to tasks in re-

mote areas. First, central motorcycle mechanics perform around 20 percentage points better on a stan-

dardized skills test eliciting repair-speci�c knowledge (Figure 2b). This questionnaire was adapted with

permission from Alfonsi et al. (2020), who developed it in collaboration with Ugandan vocational train-
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ing institutes, and kindly agreed to share their survey materials. Respondents in central locations get

about 65% of questions correct, compared to 48% in remote areas. Second, mechanics in well-connected

parishes report to have around twice as many brand varieties of spare parts currently in stock (Figure

2c). Mechanics in the most central regions have spare parts for about six different motorcycle varieties in

stock, compared to just over two in the most remote areas.35 Lastly, dif�culty in obtaining the necessary

spare parts is also subjectively cited as one of the three most pressing issues inhibiting business expan-

sion by around 60% of mechanics in remote areas, compared to only 20% in well-connected parishes

(Figure 2d). This evidence is in line with remote areas having fewer motorcycle varieties on the road,

rendering the owners of rare brands particularly vulnerable to cumbersome repair, as discussed above.

Together, the empirical patterns presented in this section point to an understanding of replacement

investment as an endogenous object shaped by local economic conditions. Remote and small �rms

face additional dif�culty to keep their capital intact. As these features are typically associated with

�rms in developing countries, these �ndings might generalize beyond Uganda, suggesting that the

macroeconomic depreciation rate in poor countries might be larger than previously thought. I next

present a model of the repair market which rationalizes these forces, and embedded in dynamic spatial

equilibrium offers new insights into the interplay between development, depreciation, and growth.

4 A model of endogenous capital depreciation and economic growth

In this section, I present a model of capital repair and its contribution to economic growth. The key

innovation of the model is that capital depreciation – usually treated as an exogeneous and constant

parameter – is instead the endogenous outcome of a market process between machine owners and a

sector supplying repair. I model this market and show that if it works poorly, the equilibrium replace-

ment investment rate will be high, which lowers investment and ultimately throttles growth.

I �rst present a new microfoundation rationalizing why the costs to upkeep capital decrease with lo-

cal economic development. I build on the insight that the timing of repair demand is unpredictable

and timely, which I show gives rise to a non-standard bene�t to agglomeration. Intuitively, if ma-

chines randomly break from time to time, mechanics in capital-scarce regions face periods of hardly

anyone needing repairs followed by sudden spikes. Repair demand in capital-rich regions, however,

approaches its long-run mean which mechanics can accommodate more easily, making it cheaper to up-

keep capital if there is a lot of it. The model formalizes this intuition and derives tractable expressions

for the resulting endogenous price and replacement investment rate. I �rst present these dynamics in

a single-location benchmark, before embedding the framework in a general equilibrium spatial growth

model. All derivations are in appendix section D, Figure 3 provides an overview of the model setup.

4.1 Model environment

Setup. Time is continuous and in�nite. There are three sectors, subsistence agriculture, �nal goods

production, and machine repair. Subsistence agriculture produces output Z using a decreasing returns

to scale production function with labor NZ but without capital. Firms produce �nal goods YG using

35In this survey module, respondent �rms were asked whether they had three randomly drawn varieties (drawn from the
18 most common motorcycle brands in Uganda) currently in store. I construct the measure in panel 2c by multiplying the
share of varieties respondents report having by 18.
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capital K and labor NG with a Cobb-Douglas production function:

Z = L N b
Z , YG = AKaN1� a

G

L and A denote total factor productivity (TFP) in agriculture and �nal goods, respectively. Production

in both sectors is perfectly competitive, �nal goods are sold at price pG, and agricultural output is sold

at an exogenous world price, which I normalize to 1. Labor markets and capital rental markets are also

perfectly competitive, with labor paid a �ow wage w and capital a �ow rental rate r. Workers are free

to move between sectors. Consumers value consumption from both sectors according to

U = Z j G1� j

Capital accumulation. There is a continuum of machines forming the total capital stock K. I assume

that capital is brittle and requires replacement investment at �ow rate D, endogeneized below. Capital

is owned by a unit mass of capitalists, who enjoy its rental income but are also responsible for its repairs,

maintenance, and so on – in short: its replacement investment. New capital can be purchased at exoge-

nous price pK from abroad. Capitalists' investment and savings decisions maximize their intertemporal

utility subject to a budget constraint:

vs =
Z ¥

s
exp(� r t) log ctdt s.t. pK �Kt| {z }

new investment

= r tKt|{z}
capital income

� DtKt| {z }
replacement investment

� pC,tct| {z }
consumption

(2)

with r denoting capitalists' discount rate and pC denoting the price of consumption (de�ned below).

Workers cannot save and only consume their labor income hand-to-mouth (as in Kaplan and Violante,

2014; Kleinman et al., 2023). I show in appendix section D.1 that this problem is solved by a constant

consumption rule c�
t (Kt ) as in Moll (2014), leading to a steady state capital stock K� :

pC,tc
�
t (K) = r pKKt and K� =

�
aApG

D + pKr

� 1
1� a

NG (3)

Replacement investment. As in section 3, the replacement investment rate D is the sum of all expenses

a capitalist makes to keep a piece of capital in constant condition. Again, I assume that these expenses

come in the form of direct repair costs, preventative maintenance, forgone revenue (in the form of

lost rental income), and outright replacement. Capitalists optimally choose the relative proportions of

each of these components to minimize overall replacement investment costs.36 In particular, I assume

each unit of capital breaks at an iid Poisson rate d0 at which point it becomes unusable until it gets

repaired (at cost X, endogenized below) or replaced with a new unit from abroad (at cost pK like all

new machines). Unusable capital cannot be rented out, and so capitalists lose rental income while they

wait to be served by a mechanic to repair their machine. For simplicity, I assume that purchasing a new

unit is instantaneous and no forgone revenue accrues in this case. Lastly, capitalists optimally invest in

preventative maintenance to lower the risk of breakdown d0 in the �rst place.

Combining these sub-problems, the key quantity determining the relative size of each of these compo-

nents (and thus the overall replacement investment rate D) is the cost to repair a broken piece of capital,

denoted by X. If X is high, all other components will be high as well – more is spent on maintenance

36I abstract from input decay in the model, which represents only a small contribution to the overall replacement investment
rate for machines in Uganda (see Table 2). The model could be adapted to include this in a straightforward way.

21



Figure 3: Model setup
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with price index X` 0̀ 0
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Notes:Visualization of the model setup. In each location ` , the representative capitalist owns a continuum of machines K` ,
which each fail at Poisson rate d0(m). Capitalists can perform maintenance m to bring down this rate. Once a machine has
broken, capitalists draw a repair severity shock i � Exp(g) and decide whether to repair their machine or replace it with
a new one (at price pK). If they repair, they choose a location from which to source a mechanic, taking into account travel
costs t`` 0 and local “factory gate” prices X` 0̀ 0. Within each location, there is a mass M `0 of mechanics indexed by i, who each
provide mechanic services at a price pi and with an expected wait time Wi . Capitalists additionally draw a cost shifter zk( i)
for capital-mechanic pairs according to a Poisson point process de�ned in appendix section D.2 and choose the conditionally
cheapest one.

to avoid full breakdown, and the chance that machines are replaced outright increases as repair gets

more expensive. I �rst model this price X as the result of a matching process between machines and

mechanics, before deriving the link between X and D below. I lastly characterize mechanic behavior,

which is the key source of returns to scale in the model.

4.2 Repair demand

Repairing machines. To have their machines repaired, capitalists rely on a mass M of mechanic �rms

offering differentiated varieties of mechanic services. A given mechanic �rm i is characterized by the

price they charge for �xing a machine pi , as well as the time this process will take at their store, which

I assume is an exponentially distributed random variable with mean Wi . I, furthermore, assume that

capitalists draw two sets of cost-shifters. First, a match-speci�c cost shifter zk( i) is drawn from a Pois-

son point process (discussed below) for every k � i machine-mechanic pairing once and stays constant

throughout time. This shifter is meant to capture forces outside of the model that might in�uence

which mechanic �xes which machine, such as having specialized knowledge in a certain machine type,

or other more general trust and relationship bene�ts between particular mechanics and capitalists. Sec-

ond, a breakdown-speci�c “severity” shock i is drawn from an exponential distribution with parameter

g, i � Exp(g) every time a machine breaks. High realizations of i represent dif�cult repair tasks which

all mechanics �nd harder to �x. The severity shock is the same across mechanics and so does not in�u-

ence which mechanic i �xes which machine k, but will in�uence whether the machine is repaired in the

�rst place, with particularly tricky i-draws being too costly to repair and instead resulting in replace-

ment. Importantly, both zk( i) and i are assumed to shift both the price pi and the forgone rental income

r in a symmetric way. To be precise, if mechanic i �xes machine k, the price accruing to capitalists is

ipi / zk( i), and they lose ir/ zk( i) in rental income every instant the machine is broken and waiting to be
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repaired.

Capitalists hence value mechanics who are cheap and fast. I next make an important restriction on the

timing of events. In particular, I assume that capitalists decide which machine k to entrust with which

mechanic i by entering a long-termcontract based on the expected average processing timeWi and the

charged price pi , not based on its realization at the moment of machine failure. In other words, capital-

ists make an ex-anteplan about which mechanic should �x which machine in case of breakdown, and

do not deviate from it once that moment has arrived. This is important because the actually realized

processing time at each mechanic is a random variable: there are times in which a mechanic is more

or less busy and processing times adjust accordingly. I hence rule out a situation in which upon ma-

chine breakdown, capitalists renege on their ex-ante plan and instead condition the mechanic choice on

whoever is free at that moment. 37 In turn, I assume that mechanics do not condition their price on the

realization of their current level of demand, but instead keep it constant throughout.

Given this setup, capitalists decide where to send which machine in case of breakdown to maximize

total net rental income less repair costs. This assignment problem is high-dimensional, as there are

in principle in�nitely many mechanics who could �x any given machine. To make progress, I follow

Dupuy and Galichon (2014) and make the assumption that for each machine k, capitalists only consider

a random but countable subset of “plausible” mechanics Sk. The remaining mechanics are assumed

to be irrelevant for this particular machine, as they are unquali�ed to �x it. These mechanics might,

however, be very well in the plausible set for a different unit of capital k0. For all mechanics within the

plausible set for a given machine, I follow Dupuy and Galichon (2014) and assume that the cost shifters

over mechanics zk( i) follow a Poisson point process with intensity dx � s � 1
M z� s , where x � p + rW for

readability, s is a distributional parameter, and M is the mass of mechanics. As stated and discussed

fully as assumption A.1 in appendix D.2, this implies that the probability that for a given machine k,

capitalists have a mechanic with characteristics in the small neighborhood dx, dz around x, z is equal to
s � 1
M z� sdxdz. Assumption 1 below summarizes this demand structure.

Assumption 1 (Repair Demand) For each machine k, capitalists choose a mechanic i from the plausible set Sk

based on the match-speci�c priceipi / zi (k) and long-term expected wait time Wi , for which they forgo match-

speci�c revenueir/ zk( i). Neither capitalists nor mechanics condition their choices on the current realization of

the number of outstanding orders.

As I show in appendix section D.2, this setup can microfound a solution to the machine � mechanic as-

signment problem which takes the shape of a continuous CES cost minimization problem for capitalists.

In particular, I establish the following proposition:

Proposition 1 Capitalists optimally allocating machines to mechanics on average incur repair and forgone rental

income costs of

X̃ = iM
1

s � 1

� Z

i
(pi + rWi )

1� s di
� 1

1� s

� iX (4)

wheres is a parameter of the distribution of the cost-shifters zk( i) and M is the mass of mechanics. Similarly, the

37This assumption is in line with the high share of repeat interactions between mechanics and capital owners in the data:
90% of times a machine breaks, it is repaired by a mechanic the capital owner had previously done business with. Trust
frictions plausibly contribute to this high number, as 65% of respondents agree that “most mechanics cannot be trusted”.
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Poisson ratel i at which new repair orders arrive at a given mechanic i is

l i = z(pi + rWi ) � s (5)

wherez is an endogenous market-level demand shifter ensuring repair market clearing, derived in appendix D.2.

Proof: see appendix D.2.

Proposition 1 restates the problem of where to send which machine in case of breakage as a tractable

CES cost-minimization problem with elasticity s. In contrast to conventional constant-elasticity solu-

tions, the price index X aggregates over the sum of both the price pi as well as the expected forgone

rental income rWi at each mechanic. Intuitively, mechanics will be allocated more market share if they

are either cheap (low pi ) or fast (low Wi ). Furthermore, as a result of the presented distribution of the

cost shifters zk( i), the price index is also normalized by the mass of available mechanics M
1

s � 1 . This is

not necessary for the derivation to hold, but is done to turn off market-level love-of-variety effects and

instead isolate returns to scale operating through the unpredictability of repair demand, introduced

below.38 Equation 5 translates this intuition into a residual mechanic demand curve. Importantly, note

that this curve describes residual demand in ratesof incoming repair orders. Because individual break-

down is a random event (happening at rate d0) and each mechanic is ex-ante assigned to a certain set

of machines, so is the rate at which new orders come in. Cheaper or faster mechanics will garner more

market share in the form of an increased – yet nevertheless random – Poisson rate of demand, as they

cannot foresee exactly when their clients are next in need of a machine repair.

Replacing capital. Instead of repairing a machine every time it breaks, capital owners might also

decide to scrap machines altogether and replace them with new pieces of equipment. Because I assume

a newly repaired unit of capital is indistinguishable from a brand new one, the only reason to replace

a machine is if it is cheaper than repairing it. This will happen for breakdowns with a severe shock i,

representing issues that all mechanics �nd dif�cult to repair. As discussed above, I parameterize the

severity draws as an exponential distribution with parameter g: i � Exp(g). This implies that the

decision whether to repair or replace a machine can be summarized as:

Pr(repair ) = Pr( iX � pK) = 1 � exp (� gpK/ X)

Similarly, denote by R the expected cost of replenishing capital either through repair or replacement

conditional on the above choice:39

R (X) = E i min [pK; i] =
X
g

�
1 � exp

�
� g

pK

X

��
(6)

38A contribution of my paper is to present a new form of agglomeration effects which are distinct from more conventional
love-of-variety effects. These effects could straightforwardly be added back to the model, and to the extent that they plausibly
in�uence the market for repairs, the model as presented acts as a lower bound for the true amount of agglomeration one
would expect for machine repair in Uganda.

39Two further useful object coming out of this parameterization are the rate at which machines are broken andsubsequently
repaired (instead of replaced):

bd0 � d0 (1 � exp (� gpK / X))

and the unconditional expected value of i for these cases:

Y � E i [i] =
1
g

(1 � exp(� gpK / X) (1 + gpK / X))

See appendix section D.3 for the full derivation.
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and note that this is a monotonically increasing function of X: if repair costs are high, �rms are forced to

replace their machines for less severe breakages, which in turn increases expected costs. In the limit of

extremely high repair costs, lim X ! ¥ R (X) = pK, so intuitively machines get replaced every time they

break down.

Preventative maintenance. Capitalists also invest in preventative maintenance to reduce the rate d0

of capital breaking down in the �rst place. I assume a simple functional form whereby maintenance m

can be purchased at pricecm at the local mechanic, and the failure rate is parameterized as40

d0(m) =
1
n

m� n

Capitalists know from above that each time their machine does break generates costs of R (X) and

optimally choose how much maintenance to purchase to minimize total costs. I show in appendix D.4

that this leads to a simple maintenance rule resulting in an optimal failure rate d�
0 implying a total

replacement investment rate (including breakdown and maintenance) of

D = ( 1 + n)d�
0R (X) (7)

which crucially depends on how expensive it is for capitalists to get a machine repaired once it is broken.

The takeaway from these derivations is that the cost of repairs X is the critical object driving the size of

all components of the replacement investment rate D. Next, I model mechanic behavior and derive X as

the endogenous outcome of the market for repairs. I then discuss its implications for economic growth.

4.3 Repair supply

Repair is provided by a mechanic sector, which is subject to the key new force of the model: scale effects

due to unpredictability of the timing of demand.

Repair production and unpredictability. The mass of mechanicsM stands in monopolistic competi-

tion so that each mechanic �rm seeks to maximize pro�ts subject to their residual demand curve derived

in (5). Once a machine has broken and a mechanic has begun working on it, repair is produced using a

single variable input: spare parts s, which are available at exogeneous import-price pS.

In order to be attractive to their customers, however, mechanics also need to offer fast service. I assume

that mechanics can increase the expected speed at which they repair machines by hiring more labor n,

available at market wage w. In particular, n workers can solve incoming repair tasks at Poisson rate mn,

where mdenotes the productivity of repair workers. Note that mn is itself a Poissonrate, as some repairs

randomly take longer than others.

The key modeling choice of the market for capital repair is that demand is at the same time unpredictable

and timely. Capital owners cannot pre-schedule whenthey need repair services, because machine break-

down is an inherently random event (it happens at rate d0). Once their machine does break, however,

they value fast service without much disruption and lost rental income. Mechanics compete to increase

the long run average rate at which demand materializes l i (xi ), but cannot foresee the exact timing of

when the next customer comes through the door. At the same time, I assume that hired repair labor

40For simplicity, I assume maintenance orders do not interfere with the timing of repair provided by local mechanics and
are sold at marginal costs so do not generate pro�ts for mechanic �rms.
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needs to be present continuously, it cannot be contracted on an order-by-order basis.41 Because of this,

mechanic labor might sit idle for periods of time with low demand, while times of excess demand lead

to queuing and potentially long waits for customers. This presents a tradeoff for mechanics: choosing a

faster rate mn by hiring more workers offers an attractively fast service for which they can charge higher

prices. On the other hand, those workers might sit idle for stretches of no demand.

Demand of Poisson rate l implies the time between two customers coming into a repair shop needing

their machine �xed is exponentially distributed with mean 1/ l , while supply of Poisson rate mn implies

the time between �nishing two successive repair jobs is exponentially distributed with mean 1/ (mn).

Under conditions of perfectly predictable demand and no costs to timeliness, the mechanic trivially

would hire precisely enough labor to solve all incoming tasks, so that nm= l . However, with the exact

timing of demand being unpredictable, it might happen that an order comes in while a mechanic is still

occupied with a previous one. In this case, I assume that a queue forms which a mechanic will attend to

in a �rst-come-�rst-served manner. Recall that by assumption 1, customers do not balk at long queues

but only adjust their assignment of which mechanic to entrust their machines with based on its long-run

average. Assumption 2 below summarizes this supply structure.

Assumption 2 (Repair Supply) A mechanic with n employees can solve repair tasks at Poisson rate nmin order

of arrival. Repair employees are not productive outside of repair production and receive their wage regardless.

The setup described here is equivalent to a simple M/M/1 queue with demand rate l and service rate

nm, which is well understood in queuing theory. 42 A standard result is that the processing time for an

incoming order between entering the queue, potentially waiting in line, and �nally being processed is

an exponential variable with mean

W =
1

nm� l
(8)

for nm> l . I replicate a common proof of (8) in appendix section D.5. Note that this processing time

goes to in�nity as nmapproachesl . This is because in the absence of spare capacity, slight perturbations

in the exact timing of demand lead to a queue that piles up and can never be recovered. A mechanic

with this waiting time is essentially useless for clients, who would incur large costs while waiting for

their machine to be repaired. Mechanics hence hire more repair workers than strictly needed to have

buffer capacity in case of sudden spikes in demand.

Mechanic problem. Mechanics decide how many workers to hire and how much to charge for their

repair services. The central tradeoff is that hiring more workers than strictly necessary drastically re-

duces the expected time in which customers can be served, leading to more demand and the ability

to charge higher prices. At the same time, these workers might sit idle in-between orders. The full

41This implies a mechanic cannot perform a different activity, say farming, and only switch to becoming a mechanic worker
once a repair order has come in. Over 80% of mechanics in the Ugandan sample have not had any economic activity other
than repairs in the last 6 months, despite the prevalence of low capacity utilization rates (see Table A.1 in the Appendix).

42In queuing theory, the M/M/1 shorthand denotes queuing processes that have a Markovian or memoryless arrival time,
a Markovian service time, and a single server. Note that even though mechanics are increasing their service capacity by hiring
more employees, I assume that all employees work together on a single task and do not form multiple service points. This
assumption is made for model brevity and represents a lower bound on the processing speed bene�ts from adding employees
to a queuing process.
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mechanic problem can be stated as

max
pi ,ni

l i (xi ) (pi � pS) � wn s.t. xi = pi +
r

nm� l i (xi )
and l i (xi ) = zx� s

i

where the constraints follow from equations (5) and (8). I can now state a key proposition:

Proposition 2 The optimal number of repair workers hired n� is a concave function of repair demandl :

n� =
l
m

+

s
l r
wm

(9)

As a result, expected wait time and mechanic marginal costs decrease with demand:

rW =
r

rw
ml

and mc( l ) = pS +
w
m

+ 0.5
r

rw
ml

(10)

Proof: See appendix D.6.

This relationship is the central source of scale effects in the repair market. Note how the �rst term of

the optimal number of employees in (9) corresponds to the amount hired under perfectly predictable

demand: each worker can service mtasks, so l / mworkers are needed for a total demand of l . The

second term
q

l r
wm corresponds to the buffer capacity that is hired to be immune to unpredictable spikes

in demand. This buffer is larger if wages w or productivity mare low and if customers incur higher costs

during waiting r. Crucially, it also grows with the square root of l , which implies that it is relatively

larger at low levels of demand. As l grows, this term becomes less and less important as the law of large

numbers begins to smooth out demand close to its long-run mean. In the limit, the relative importance

of the term vanishes. As a result, the expected waiting costs incurred by a capitalist, as well as the

marginal cost incurred by a mechanic to serve one additional expected client both decreaseif a mechanic

has more demand l .

Figure 4 illustrates this intuition. Panel 4a plots the level of incoming repair demand l and resulting

optimal mechanic capacity choice n� . This choice n� is split into its two components, the capacity

employed under perfectly predictable demand (or “law of large numbers capacity” in pink) and the

buffer capacity to optimally smooth out demand shocks (in blue). For low levels of demand, mechanics

need to employ relatively larger amounts of buffer capacity by hiring more workers than they strictly

need.43 The dark blue curve in Figure 4b prints the resulting marginal costs, which decline rapidly

with l and approach the limit of fully predictable demand mc = pS + w/ m.44 Given this cost structure,

monopolistically competitive �rms charge an optimal markup over marginal costs, which also declines

with overall demand l . Panel 4b prints resulting prices in light blue, which approach the standard

CES markup s/ (s � 1) over marginal costs as l grows, yet also are elevated considerably if demand

is low. In general, no closed-form expression for the price p is available, yet it can be readily solved

with available numerical methods. I, furthermore, show in appendix D.7 how to derive an analytical

solution of the full model for the empirically relevant case of s = 4. Considering the additional costs to

capital owners from waiting, mechanics with low demand are even more unappealing as the composite

43In absoluteterms, the buffer capacity of course still grows as demand increases (with
p

l ). The relativeamount needed per
unit of output, however, goes down rapidly. Figure A.14 in the appendix presents an alternative visualization of the dynamics
underlying Figure 4a by printing the buffer and “law of large numbers” capacity as relative shares. For low levels of l , the
blue buffer component dominates.

44To see thatpS + w/ mare the marginal costs under fully predictable demand, note that each unit of repair needs one spare
part at cost pS and on average 1/ munits of labor.
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Figure 4: Unpredictability of demand leads to increasing returns to scale

(a) Optimal capacity choice n� as function of l (b) Resulting costs and monopolistic prices

Notes: This Figure illustrates how the unpredictability of demand can lead to increasing returns in the supply of mechanic
services. Panel a reports optimal �rm behavior as a function of the long-run arrival rate of demand l . The optimal labor choice
of mechanics n� (and thereby their resulting speed of service delivery) is a concave function of l : n� = l / m+

p
l r/ mw. This

is due to the additional capacity required to insure the mechanic against sudden demand spikes, which grows with the square
root of l (in blue). Panel b prints the resulting marginal costs to the mechanic of servicing one more client (in dark blue), as
well as the resulting optimally charged price pi and composite price xi . Both of these decrease with demand, encapsulating the
intuition that high demand allows mechanics to service everyone at cheaper costs. In the limit of in�nite demand ( l ! ¥ ),
marginal costs approach the costs under perfectly predictable demand ( pS + w/ m) and prices the CES markup over them
(dark and light blue dashed lines).

costsx = p + rW approach in�nity for low levels of l (green curve).

Entry. To enter the repair market, I assume that potential mechanics incur a �xed �ow entry cost fE,

denoted in units of labor. As in Melitz (2003), free entry implies that mechanics will enter until the

pro�ts from becoming a mechanic equal this �xed cost: p M = fEw.

Intuition and discussion. To build intuition for these results, consider a mechanic in a remote area

in which there are only few machines that could break and hence customers arrive only rarely, say

once a year. If the mechanic knew for certain that every year on the �rst of June the new order came

in and there were no bene�ts to being fast, it could tailor its processing capacity perfectly to be able

to perform exactly this one task every year. In practice, however, such a service would be worthless

to customers, for two reasons: for one, this minimum viable repair capacity would take a full year to

repair the machine, leaving businesses with idle for a very long time (demand is timely).45 An even

more pressing second issue appears if demand is not perfectly predictable. If new orders do not arrive in

neat one-year intervals but rather at any point throughout the year, the chance that a new order arrives

while the mechanic is still busy with the previous one is high. As orders pile up, the expected wait time

will go to in�nity, rendering the mechanic uncompetitive in the market. To avoid this, the mechanic is

forced to hire costly buffer capacity which sits idle for much of the year, leading to high costs at low

rates of demand. If the rate of incoming demand l goes up so that on average every hour a new order

45This demand externality mirrors an effect �rst described by Mohring (1972) in the context of public transit provision. If
hardly anybody rides the bus on a given line, the optimal amount of buses allocated to it implies service frequencies that are
too rare to be attractive to riders, exacerbating the problem. On the other hand, very busy lines are allocated many buses,
which hence arrive every few minutes, attracting even more riders, and so on. The same intuition holds in the context of
repairs, another timely service: if many clients demand their machines repaired, mechanics devote additional capacity to
solving tasks fast, rendering the resulting product more appealing to customers.
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comes in, every order by itself does not present a big shock to the mechanic �rm. Fluctuations around

the long-run mean are small, and relatively less buffer capacity is needed. In the limit, the law of large

numbers ensures that demand is perfectly predictable, allowing mechanics to employ vanishingly little

relative buffer capacity and offer fast service at low costs. 46

Unpredictability of demand hence gives rise to a non-standard form of increasing returns which operate

at the mechanic �rm level. Individual mechanics face lower average and marginal costs if demand

is high, as �uctuations around its long run mean become less severe. These forces are distinct from

a more conventional “market thickness externality” (Diamond, 1982; Miyauchi, 2024), in which the

presence ofother �rms surrounding a business lowers its marginal costs. They are also different from

cost curves derived under the presence of �xed costsor input indivisibilities, which would lower average

– not marginal – costs with rising demand (Bassi et al., 2022). Continuously falling marginal costs

also present a strong consolidation incentive to mechanics: it is cheaper for a single mechanic to serve

100 customers throughout the year than the combined cost for two �rms serving 50 customers each,

who have to deal with more idiosyncratic demand �uctuations. The CES structure of the demand

system resulting from match-speci�c cost shifters zk( i) counteracts these incentives as mechanics have

some monopoly power over their competitors with worse machine-speci�c draws (who might be less

skilled in repairing this particular unit of capital). Monopolistically competitive mechanics restrict their

own supplied quantity to maximize pro�ts and new mechanic entrants will hence always attract some

positive demand.

The question of whether scale effects could be achieved without any form of indivisibility in input

choices was subject of a lively debate in the middle of the 20th century, with Lerner (1944) arguing per-

fect divisibility in inputs necessarily implies constant returns to scale and Chamberlin (1948) providing

counterexamples. Whitin and Peston (1954) later argued that random �uctuations in demand, similar to

the forces proposed here, can lead to increasing returns. Levhari and Sheshinski (1970) and later Arrow

et al. (1972) connected this debate to the problem of optimally repairing machines within �rms (known

as therepairperson problemafter Feller, 1957). Using a queuing theory setup, they prove that as �rms get

large, their optimal choice of capital and repair personnel approaches constant proportions, similar to

the right tail of the results presented here. My model emphasizes instead that environments of low de-

mand might be far away from satisfying these asymptotic conditions. In particular in capital-scarce and

developing economy settings, machines just might not break frequently enough to escape the region of

high marginal costs, low mechanic utilization, and high resulting replacement investment. 47

As written, the model allows mechanic �rms to increase the rate at which they repair machines by

hiring more employees n. Made in the interest of model parsimony, this can be understood as a short-

hand encapsulating various conceivable ways in which mechanics can increase their operating capac-

ity. Other equally relevant margins of adjustment, such as having more spare parts in stock or hiring

higher-skilled employees, would give rise to a similar tradeoff.

Taking stock, this structure of the repair market rationalizes high repair costs X in low-capital settings.

This in turn implies that capital owners invest more in maintenance to avoid breakdown in the �rst

46An equivalent intuition holds for other interpretations of the optimal capacity choice, such as the stocking of enough spare
part varieties. For areas or machine models with little repair demand, mechanics would have to keep spare parts stocked for
a long and costly time before someone needs them. In regimes of frequent demand, the law of large numbers ensures that the
probability that any spare part takes up shelve space for long becomes negligible, lowering costs and resulting prices (Arrow
et al., 1951; Amberg et al., 2025).

47Recall from Table A.1 that the food processing mechanics have on average two customers a day, with a high week-to-week
revenue ratio of almost 4.
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place and are more likely to replace their machine with a new unit once it does break down as repair

has become uneconomical. In short, replacement investment ratesD are higher in areas with little repair

demand. Such scale effects are hence a plausible driver of the stylized facts presented above.

4.4 Spatial economy

I next nest the discussed forces in spatial equilibrium to endogenize the level of repair demand and

speak to the stylized fact that more developed regions have cheaper and faster repairs.

The economy is made up of L locations, indexed by ` . Each location is endowed with an immobile

working population N` , two TFP terms for �nal goods and subsistence agriculture A ` and L ` , as well

as a state variable capturing its capital stock K` . I assume new capital can be purchased at the same

price pK in all locations. 48 I also follow the assumption in Kleinman et al. (2023) that capitalists are

immobile and cannot invest beyond their home location. Workers are assumed immobile. Space enters

in two ways: �rms can turn to mechanics in different locations and �nal goods can be traded across

regions. I introduce each of these in order.

Final goods trade. Each location produces its own differentiated variety of the �nal good and con-

sumers everywhere enjoy having access to more varieties. In particular, consumers in location ` con-

sume the consumption bundle c` and derive indirect utility u` according to

c` =

 
L

å
j= 1

c
q� 1

q
` j

! q
q� 1

, and u` =
w`

pC,`
=

w`
�

å N
j= 1 p1� q

` j

� 1
1� q

where c` j is the amount of location j's variety consumed by a consumer in location ` , pC,` is the consumer

price index in location ` , p` j is the price of location j's variety in location ` , and q is the elasticity of

substitution. Final goods trade is subject to iceberg trade costs, so that t j` � 1 units need to leave

location j for one unit to arrive in ` , implying p` j = pj t j` . Lastly, the share of ` 's total consumption

coming from location j is characterized by

Q` j =
(pj t j` ) � q

å n(pnt n` ) � q (11)

Mechanic trade. Machines in Uganda often get repaired by mechanics who have traveled far dis-

tances. To allow for this, I assume repair �rms in each location produce a differentiated bundle of repair

services at local price X`` , where the double-subscript indicates the “factory gate” price of the repair

bundle from location ` in its home location. Similar to �nal goods trade, mechanic travel is subject to

iceberg trade costs, so thatt j` � 1 units of repair services need to leave location j for one unit to arrive

in ` . Capitalists deciding who should repair their machine observe location-speci�c prices around them

and maximize a second CES aggregator with elasticity x, leading to mechanic import shares X` j and

resulting price indices X` of

X` j =
(X jj t j` ) � x

å n (Xnntn` )
� x , and X` =

 

å
n

(Xnntn` )1� x

! 1
1� x

(12)

48I do not �nd evidence of substantial trade barriers to purchasing newequipment in my data. If anything, observationally
similar machines are cheaper in more remote areas.
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where X` j is the share of all machines from ` repaired by mechanics from j, and X` is the aggregate

repair price index facing capitalists in location ` .

4.5 Equilibrium

In each location, total disposable income consists of labor income in all three sectors, agricultural pro�ts,

and capitalists' not-reinvested rental income: 49,50

I` � w` N`| {z }
labor income

+ r pKK�
`| {z }

capitalists' income

+ P Z,`| {z }
subsistence ag. income

Fraction (1 � j ) of I` is spent on �nal goods G from various locations, the rest on the freely traded and

homogeneous subsistence agriculture good. In equilibrium, workers are indifferent between working

in �nal goods, subsistence agriculture, or for a mechanic �rm. Mechanics enter freely and make zero

pro�ts, and the labor market, goods market, and market for mechanic services clears in every location.

I, furthermore, restrict attention to steady-state equilibria, in which capitalists save and consume so that

the total stock of capital in each location remains unchanged. I de�ne equilibrium as a collection of �nal

goods prices p` , wages w` , mechanic prices X`` , rental rates r ` mechanic massesM ` , and �nal goods

employment NG,` in all locations, such that mechanics and �rms maximize pro�ts and in all locations

1. Final goods markets clear: pc
`Y` = ( 1 � j ) å j Q j` I j

2. Repair markets clear:51
R

M `
l idi = bd0K`

3. Labor markets clear: M ` N �
` + NG,` + NX,` = N̄`

4. Capital markets clear: r ` K�
` = a

1� aw` NG,`

5. Free entry in the repair sector: p M,` = fEw`

6. The economy is in steady state:r pK = r ` � D`

I next use my detailed survey data on repair market dynamics across Uganda, combined with adminis-

trative microdata to calibrate my model to the Ugandan economic geography.

5 Estimation and calibration

I calibrate the model using a series of approaches. The model requires a set of novel structural param-

eters that have not been quanti�ed in the literature to date, such as the travel costs faced by mechanics

or the speed at which repair services can be provided. I harness my rich microdata on the demand and

supply of capital repair across the country to identify and structurally estimate these parameters. I also

draw on the existing literature to calibrate more established quantities. Table 3 presents an overview

49Using the decreasing returns to scale assumption in subsistence agriculture, one can express pro�ts in this sector in any
location ` as

P Z,` = L
1

1� b

` w
b

1� b

`

�
b

b
1� b � b

1
1� b

�

50Also note that mechanics make zero expected pro�ts after subtracting the �xed entry cost paid to labor.
51As de�ned in footnote 39 above, bd0 � d0 (1 � exp (� gpK / X)) denotes the arrival rate of machine failures that result in

repair.
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of the various estimates and their respective sources of identi�cation. While the model is cast in con-

tinuous time, I express all temporal parameters as annualized rates. When taking averages across both

surveyed sectors, I weight observations according to survey sampling weights.

Economic environment. To �t my model to Uganda's economic geography, I consider an adapted ver-

sion of the country's administrative map. Uganda's �rst administrative subdivision are 138 districts,

some of which are very sparsely populated and have limited data availability. To make progress, I con-

sider a coarser geography in which some of the least populated districts are combined to form 51 larger

units. For expositional clarity, I refer to the resulting locations uniformly as “districts” throughout, even

though some locations are the amalgamation of multiple districts. 52 Wherever �ner administrative data

is available, I appropriately aggregate up to the newly coarsened level. Appendix Figure A.17 prints a

map of the resulting geography.

For each district, I obtain the labor force and employment share in subsistence agriculture from the

2014 census. I also construct a measure of the total formal-sector value added in each location as well

as the full formal-sector district-to-district trade matrix using VAT data for 2021 from the Ugandan

Revenue Authority (URA). This dataset by de�nition includes the output of all formal �rms in any

district. While it misses all informal activity, it likely captures the majority of �nal goods trade and is

estimated to cover around 50% of Uganda's GDP (Henning and Okello, 2024). I furthermore use data

on the universe of customs records from the URA in 2022 to tally up total capital machinery imports

into each district. Lastly, I use OpenStreetMaps to obtain a measure of travel distances and durations

between all districts' largest towns.

Calibrated parameters pK, pS, a, d0, m, n, b, r . To calibrate the price of new machinery pK, I use a com-

bination of customs records and my survey data. In particular, capital goods imported into Uganda in

2022 had an average border price of $976.53 This value is by construction exclusive of tariffs and po-

tential intermediary markups, which I approximate using my survey data on the average price paid by

motorcycle riders for their machine, divided by the average import price of motorcycles at the border,

or 1.45.54 Using the assumption that the markup from border price to the price eventually faced by the

capital owner is similar for motorcycles and all other capital classes, I arrive at pK = 1.45� 976 � 1417.

Spare parts for an average repair service in the survey cost around 2.5% of the price of a new machine.

Again assuming this ratio is representative for other capital classes, I calibrate pS = 0.025� pK = 35.3.

In my data, the average frequency at which machines are repaired is around 1.04 times per year. I

add to this the reported �ow rate of 0.26 that a machine is broken and not repaired to end up at

d0 = 1.04+ 0.26= 1.30. To calibrate the elasticity of the maintenance function n, I use the procedure out-

lined in appendix section D.4 and divide total replacement investment inclusive and exclusive of main-

tenance, to arrive at n = 0.51. Lastly, I assume that mechanic productivity m̀ scales with �nal goods

TFP A ` between regions. To calibrate the overall level of repair productivity, I use my survey which

asked mechanics the speed at which they typically repair a machine (not counting travel times). This

averages to around 194 repair tasks per year per employee, which I use to arrive at m̀ = 194� A ` / Ā,

52As part of this coarsening, the study district Napak is joined together with four neighboring districts. The other two study
regions remain their own distinct location in this simpli�ed geography.

53This is the average per-item value of all capital imports into Uganda, belonging to HS code 84-90 (Caselli and Wilson,
2004). I exclude household electronics and a small number of HS4 codes with highly itemized parts, such as small batteries or
diodes, which have a per-item value of just a few cents.

54Motorcycle imports into Uganda face a 15% tariff, leaving an additional 30 percentage points for wholeseller markups,
well in line with existing estimates in the literature (Atkin and Donaldson, 2015; Grant and Startz, 2020).
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Table 3: Model parameters

Parameter Source Value

New machine price pK �rm survey & customs records 1,417
Spare part cost pS �rm survey 35.3
Machine breakage rated0 �rm survey 1.30
Average mechanic repair rate m mechanic survey 194
Elasticity of maintenance function n �rm survey 0.51
Capital share in �nal goods production a ILO statistics 0.62
Agricultural consumption share j calibrate (Walker et al., 2024) 0.68
DRS parameter in subsistence ag.b calibrate (Gollin and Udry, 2021) 0.43
Time preference parameter r match Ugandan savings rate 0.11
Mechanic gravity parameter x estimate on travel data 3.98
Mechanic travel costs parameter km gravity estimate on repair trade data 0.29
Final goods trade elasticity q calibrate (Atkin and Donaldson, 2022) 4.0
Final goods trade costs parameterkG gravity estimate on VAT data 0.10
Mechanic elasticity of substitution s estimate jointly (markups) 4.16
Repair-replace parameter g estimate jointly (replacement rate) 0.29
Mechanic entry cost fE estimate jointly (capacity utilization) 3.34
Final goods TFP A ` model inversion (match trade shares) 51 values
Agricultural TFP L ` calibrate (Gollin and Udry, 2021) 51 values

Notes: Overview of model parameters and their source of identi�cation. All temporal parameters correspond to annual
quantities, monetary parameters expressed in US dollars.

where Ā is the average TFP across regions, derived below.

I use administrative statistics from various government agencies to calibrate a and r . According to the

ILO, Uganda's labor share is about 37.7%, implying a capital share in �nal goods of about a = 0.623.

I calibrate the time preference parameter r using the Ramsey Rule and 2018 government statistics.

Uganda's real lending rate (14.7%) and consumption growth rate (3.4%) together with the model-

implied elasticity of marginal utility of one yield r � 0.11. Finally, to quantify the share of labor in

the subsistence agriculture production function b, I rely on work by Gollin and Udry (2021), who using

detailed agricultural panel data from Uganda estimate b = 0.43.

Partially relying on survey data to calibrate a model of capital repair covering the entire Ugandan econ-

omy requires making assumptions about the representativeness of the two surveyed sectors. To assess

the degree to which the sectors are outliers in their relative repair burden, I compile administrative tax

return data from the Ugandan Revenue Authority covering formal �rms' expenditures throughout the

Ugandan economy. The data allows me to construct a measure of how much �rms spend on machine

repair over the course of a year (an expense �rms indicate on their annual corporate income statement),

which I divide by the total book value of �rms' machinery and equipment (as indicated on �rms' bal-

ance sheets). Figure A.16 in the appendix prints the resulting distribution of repair expenditures across

industries in the formal sector. Land transport and grain milling, the two ISIC-codes closest to the

surveyed industries are no obvious outliers. While land transport does belong to the upper decile of

industries in terms of how much formal �rms report to spend on repairs, grain milling is in the lowest

quintile, allaying concerns that the two surveyed industries are especially repair-intensive. 55

55The measure discussed here differs from the �rst component of D introduced above in a number of ways. First, it does not
include maintenance and forgone revenue expenditures, while replacement investment D does. These are particularly high for
grain milling, partially explaining why the administrative repair shares are around half as large as the one I measured in the
�eld. Second, D uses �rm-appraised machine resale values as the numerator, while the administrative measure uses a book
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The extent to which the more structural parameters of the model are representative presents a second

challenge. This is particularly pressing for the annual rate at which machines break ( d0), as well as

the relative cost of spare parts (pS), which might very well differ widely between machine types, capital

classes, and locations (indeed, Table 1 shows thatd0 varies between Ugandan districts by up to factor 2).

In the absence of uni�ed data on how often other machines break down per year, I make the admittedly

unsatisfying assumption that my data is representative and d0 � 1.3 is a reasonable estimate for capital

throughout the Ugandan economy. Reassuringly, I do not �nd evidence of major variation in this rate

across machine typeswithin my survey: appendix Figure A.15a prints the breakdown rate for the nine

most common machinery types (four different motorcycle brands and �ve different food processing

machine types), as well as the engineers' estimate of farm machinery in the US (ASABE Standards,

2011), which are all in reasonable proximity to the calibrated estimate of d0 = 1.3. A similar pattern is

observed for the price of spare parts relative to new machinery ( pS/ pK, Figure A.15b). Future research

collecting comprehensive evidence on how these parameters vary across further capital classes and

machinery types would be very insightful.

Gravity parameters x, kM , q, kG. I calibrate the spatial and gravity parameters using my detailed sur-

vey data. I follow Ahlfeldt et al. (2015) and express iceberg trade costs for both mechanic ( t i j ) and �nal

goods trade (t i j ) as

t i j = exp(kM dur i j ) t i j = exp(kGdur i j )

so that kG, kM capture the travel cost elasticity with respect to travel duration dur i j for �nal goods and

mechanics, respectively. I measure duri j as the travel duration between locations i and j as reported by

OpenStreetMaps, in hours.

For mechanics, I rely on a survey module which asked repair �rms how much they would charge if,

hypothetically, they received an order from a customer at various, randomly drawn parts of the country.

Taking logs, I can isolate kM using a simple regression

log t i j = kM dur i j + fi + f j (13)

where fi and f j are mechanic location and travel destination-level �xed effects. Table A.5 and Figure

A.18 in the appendix print estimation results and scatter plots for all gravity regressions. Using the

above approach, I obtain an estimate of kM = 0.29 (column 1). Next, following the approach by Ahlfeldt

et al. (2015) and taking logs of equation (12), I can use my data on the origin districts i of mechanics

servicing �rms in a given district j, as well as the above estimate for kM , to identify the elasticity of

substitution between mechanic origins x (de�ned in equation 12):

log Xi j = � xkM dur i j + f j (14)

which yields x = 3.98, very close to the consensus estimate of trade elasticities around four (Table A.5,

column 2). Note that equation (14) does not include mechanic-origin �xed effects fi , which I suppress

to gain power as many mechanic origin districts only feature once or twice in my sparse data. 56

value depreciated according to the depreciation schedule. Third, the sample of �rms is different, as formal land transport and
grain milling �rms are likely larger and concentrated in major cities.

56Column (3) of Table A.5 prints resulting estimates with the full set of �xed-effects. Standard errors in this underpowered
regression are an order of magnitude larger than in the remaining speci�cations, leading to an implausibly large estimate of
x = 9.8. I hence prefer the speci�cation without the full set of origin �xed effects.
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I use a similar strategy to uncover the parameter kG related to �nal goods trade. Without direct data on

the cost components of �nal goods traders, I resort to the consensus estimate of q = 4.0 commonly used

in the trade literature in African countries (as reviewed by Atkin and Donaldson, 2022). I then use VAT

records from the Ugandan Revenue Authority capturing the district to district network of intranational

formal trade to �t an equation similar to (14) by taking logs of equation (11):

log Qi j = � qkGdist i j + fi + f j (15)

Using this procedure, I obtain kGq = 0.38 orkG = 0.10 (column 4 of Table A.5).57

Structural parameters s, g, fE. I jointly estimate the within-location elasticity of substitution between

mechanics s, the shape parameter of the repair-issue distribution g, as well as the �xed costs of me-

chanic entry fE using Simulated Minimum Distance. In practice, I assume the economy is in steady

state, and for a candidate vector W = [s, g, fE], I solve for the general spatial equilibrium outlined

above, construct a series of identifying moments, and identify the values of W that exactly �t the true

data moments. I use the set of moments
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Below, I outline a brief discussion of why these three moments plausibly identify the resulting set of pa-

rameters. Figure A.19 in the appendix additionally presents pseudo-“Jacobians”, derived from making

local changes in each parameter and re-computing the resulting moment vector.

Intuitively, the elasticity of substitution s is a component of market power for monopolistically com-

petitive mechanics, who can charge higher markups over the cost of a spare part if s is low. I focus on

the markup charged over spare part prices to avoid the issue of having to apportion wage payments

(which are dif�cult to elicit in owner-operated enterprises) onto each individual repair task. In the data,

the average price charged for a repair is about 59.5% above the cost of the used spare parts. In joint esti-

mation, this is matched by a parameter of s = 4.16, well within the consensus range of these estimates

in the literature (Atkin and Donaldson, 2022).

The parameter g governs the distribution of the severity draws i capitalits draw each time a machine

breaks. This intuitively impacts the tradeoff of whether to replace or repair, with a high value of g

implying more replacement as the chance of a particularly tricky severity draw becoming larger. In

the data, �rms repair a machine 79.9% of the times it breaks (and replace the rest of times), which is

matched by an estimate of g = 0.29.

Lastly, the labor-denoted entry �xed cost for mechanics fE shifts the local density of mechanics relative

to the amount of machinery in the market. If these �xed costs are high, few mechanics enter and so

57All regression estimates in this section are obtained using OLS. The quantitative spatial literature frequently estimates
gravity equations like the above using PPML. However, as my data on mechanic travel �ows are incomplete along one di-
mension (my survey captures all origins of mechanics traveling to the three survey locations but misses all other destinations
of these mechanics to districts outside of the study area), PPML will spuriously interpret missing entries in the travel-�ow
matrix as evidence for high distaste of mechanic trade. Columns 5-6 of Table A.5 repeat the main gravity estimations using
this procedure. Not surprisingly, the resulting estimate of x (column 5) is around twice as large as in the OLS speci�cation
(column 2), which is my preferred speci�cation. The PPML estimate for �nal goods trade (which doesn't have this problem
as VAT �ows data is available for the full district network) is close to the OLS estimate. Both estimates for kM and kG are close
to the value estimated by Walker et al. (2024) using a similar speci�cation for local trade �ows in Western Kenya ( k = 0.22)
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each remaining one is left with relatively more demand. Building on this intuition, I identify fE with the

aggregate capacity utilization of mechanics, which is 58% in my survey. In joint estimation, a parameter

of fE = 3.34 matches this value, implying that in order to start a repair enterprise, potential entrants in

the mechanic sector pay a �xed cost roughly three times the yearly market wage, or $3,900.

Economic fundamentals A ` , L ` . To close the calibration exercise, I need to estimate total factor pro-

ductivity in all locations for both subsistence agriculture L ` and �nal goods A ` . For subsistence agri-

culture, I rely on data on agricultural productivity collected by the World Bank Integrated Surveys

on Agriculture. This nationally representative panel survey collected detailed measures of agricultural

production Z` and labor inputs NZ from about 5,000 households across Uganda between 2005 and 2015.

This is the same data Gollin and Udry (2021) leverage to estimate the parameter b I use above. Since I

assume land is �xed, I can directly back out implied TFP from output and labor choices for each house-

hold h: L ` ,h = Z` ,h/ N b
Z,h. Taking the average across households in each district, I obtain an estimate for

L ` . Figure A.20a in the appendix prints the spatial distribution of both the underlying data as well as

the implied productivity terms. Reassuringly, the coffee-growing regions in the center and south-west

of the country display high values of L ` .

Lastly, I back out �nal goods TFP parameters A ` using model inversion. The conventional approach

in the literature inverts the wage equation and given data on the distribution of labor and capital sets

TFP to the vector rationalizing observed data on wages (Bilal and Rossi-Hansberg, 2023). This proce-

dure critically relies on estimates of the capital stock K, which is usually derived using the perpetual

inventory method using a �xed rate of depreciation d, in con�ict with the empirical �ndings presented

above. I hence rely on a nested routine leveraging the �nal goods gravity equation (15). In particular,

the �xed-effects f j in (15) can be written as58

f j = � qlog G0w1� a
j ra

j + qlog A j (16)

This suggests a simple algorithm, whereby for a given vector of structural parameters (s, g, fE) and a

guess of the A-vector, I compute the equilibrium, use the estimated f j to update A j according to (16),

and iterate until convergence. Section E.1 explains this procedure in more detail. Figure A.20b prints

the spatial distribution of TFP A, which is highest in Kampala and its surroundings.

Model �t. The fully estimated model matches a series of untargeted characteristics of the Ugandan

economy. Figure A.21 in the appendix compares model predictions against administrative data on the

distribution of capital and labor across Ugandan districts. Panel A.21a assesses model �t on the total

amount of machinery imported into each region, data for which come from administrative customs

records. I focus on annual capital importsand not estimates of the capital stock, as the latter is usually

constructed using a constant and uniform accounting estimate of the depreciation rate. The model does

a good job predicting the staggeringly wide distribution of local capital import intensities, which range

from about 1000$ of imported machinery per capita per year to just under 10cts.

Panels A.21b and A.21c compare model-predicted employment shares in repair occupations and sub-

sistence agriculture against their data equivalent from the 2014 Census. The model matches the relative

sizes of each local repair market decently well (although it predicts a wider distribution than the truth),

and roughly identi�es the most agriculturally-heavy regions (although not perfectly). Finally, panel

58G0 �
�

a
1� a

� 1� a
+

�
1� a

a

� a
is a constant.
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Figure 5: Model-predicted replacement investment rate D across Uganda

(a) D against district population density (b) D across Ugandan districts

Notes:Replacement investment rates D across regions in Uganda. Panel a on the left prints model-predicted D rates against
the log population density (in blue). The three study regions are highlighted. Green estimates print the empirical D estimates
from the �rm survey with 95% con�dence intervals. This is the same data as Figure 1a. Panel b on the right prints the same as
a map, with the most remote regions in the north-east displaying the highest replacement investment rates.

A.21d compares GDP per capita in model and data. As sub-national GDP estimates are not published,

I construct a measure of value added in the formal sector from value-added tax records in each dis-

trict, which I then uniformly scale up to account for informal activity. While model and data generally

agree in the largest regions, the tax records are much sparser in the poorest Ugandan districts, where

informality plausibly is much higher, signi�cantly skewing the spatial distribution of economic activity

according to the tax data (Henning and Okello, 2024).

6 Endogenous depreciation and economic development

I next use the estimated model to investigate the macroeconomic implications of endogenous capital

depreciation under scale effects. I �rst quantify the extent to which repair markets contribute to differ-

ences in capital intensity and economic activity across Uganda. I then simulate the effects of a series

of counterfactual development policies aimed at increasing capital investment, before exploring two

quantitative extensions to the baseline model.

6.1 Replacement investment and development accounting across Uganda

Scale effects, trade, and the geography of economic activity all in�uence how expensive it is to upkeep

capital in the calibrated model environment. Figure 5 presents the predicted replacement investment

rate D for all model regions plotted against district population density. Panel 5b prints the same model

prediction on a map. The model successfully replicates the stylized facts #1 and #2 from section 3.3:

D is high throughout Uganda and highest in remote regions. Indeed, the predicted replacement in-

vestment rate is about 50 percent in Kampala and 25 percentage points higher still in the most remote

regions of the country. The Figure also prints the corresponding data estimates from the three study

regions in green (these are the estimates from Figure 1a). The admittedly wide con�dence intervals
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cover the model prediction for Napak and Kampala districts, though the model slightly over-estimates

the replacement investment rate for peripheral Luwero district.

What are the implications of different depreciation rates for economic development? Intuitively, scale

effects in the market for repairs make investing in the least developed regions more costly, leading to

fewer machines being used in production, which further ampli�es initial productivity differences. To

quantify the size of this multiplier effect and its rami�cations for income differences across space, I

conduct a development accounting routine across regions in Uganda. The goal of this exercise is to

assess how much of the differences in income per capita between places can be attributed to observable

differences in factor inputs, and how much remains as a TFP or Solow-residual term. In particular, I fol-

low Klenow and Rodriguez-Clare (1997); Hall and Jones (1999) and rewrite the �nal goods production

function:
Y`

NY,`
= A

1
1� a
`

�
K`

Y`

� a
1� a

= A
1

1� a
`

�
a

D` + r pK

� a
1� a

(17)

The �rst line is an accounting identity which decomposes �nal goods sector output per worker of each

region ` into the relative contributions of capital intensity K` / Y` and TFP A ` . The second line writes out

the steady-state capital intensity and follows from the law of motion of capital (derivation in appendix

section D.1). Two parameters in equation (17) vary between regions ` : the replacement investment rate

(a high D` implies a low capital intensity and hence less output per capita) and the residual A ` . Appor-

tioning variations on the left hand side to these two components hence speaks to the relative importance

of endogenous depreciation in explaining the differences in living standards across space. Below, I �rst

conduct this exercise within the calibrated model environment across Ugandan regions, where I am

directly able to derive the model-predicted D. In the absence of uniform and well-measured data on

D for every region, this analysis is less a pure accounting exercise, and should rather be understood as

assessing how much income variation the calibrated model can generate and attribute to the channel of

endogenous depreciation. Section 7 presents more suggestive evidence extrapolating this mechanism

beyond Uganda to explore how differences in depreciation might impact global differences in output

per worker.

Figure 6 visualizes the accounting decomposition of equation (17) across Ugandan regions. Focus

�rst on the dark dots, which represent model-implied output per worker in the �nal goods sector

(YG,` / NG,` ) for all 51 regions in Uganda, sorted from poorest to richest. I exclude subsistence agri-

culture to focus on the sector subject to capital-accumulation and growth. To emphasize the variation in

this measure, I normalize all local measures by the median region (without loss of generality) and plot

differences on a log scale, so that the poorest (richest) region has less than a quarter (almost �ve times)

the output per capita of the median one. Two remarks about this spread are in order. First, this more

than 20� difference in output per worker between the richest and poorest region within one country

is of a similar order of magnitude as world income differences acrosscountries, a staggering but well-

documented fact in global development (see e.g. Acemoglu and Dell, 2010). Second, in the absence of

detailed subnational government statistics, Figure 6 uses model-implied estimates of productivity. As

discussed above, the model matches the labor and capital distribution for which estimates do exist (see

Figure A.21 in the appendix). The best estimate I can construct using administrative value-added tax

data of non-agricultural formal sector GDP per capita covaries strongly with the model estimates but

displays even more variation, likely due to differences in business formality (Figure A.21d). In light
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Figure 6: Contribution of depreciation to income differences across Ugandan regions

Notes: Decomposition of model-implied output per worker in the �nal goods sector across Ugandan regions. Dark dots
represent log Y/ N, normalized by the median region, and regions are sorted from poorest to richest (implying the richest
region is almost 5� as rich per capita as the median region, which is themselves more than 5� richer than the poorest region).
Light bars print the contribution of log A1/1 � a, dark bars the contribution of log (K/ Y)a/1 � a, each again normalized by the
median region. The p-value on the slope of a

1� a log(K/ Y) in this regression is p < 0.01. By accounting identity (17), the two
components add up to overall output per worker. Variance decomposition applied via equation (18).

of this, the model-consistent estimates of output per worker are my preferred measure of development

differences across regions in Uganda.

How much of this spread can be attributed to differences in depreciation? The dark and light red bars in

Figure 6 decompose logY/ N into capital intensity log (K/ Y) and the residual TFP log A, appropriately

rescaled according to equation (17). As everything is on a log-scale, both components add up to the dark

dots and the relative size of each set of bars visualizes the relative contributions to overall income dif-

ferences. Two things stand out. First, the light bars (corresponding to the residual TFP term 1
1� a log A)

are generally the dominant component for each Ugandan region, which means the majority of why

some Ugandan regions are more productive than others remain unexplained even after accounting for

differences in capital intensity due to differences in depreciation rates. Second, however, notice that the

dark bars (corresponding to the capital intensity term a
1� a log(K/ Y)) covary with the object of interest:

poorer regions tend to have a lower capital intensity than the median region (negative dark bars to-

wards the left), while richer regions tend to be more capital intensive (positive dark bars towards the

right). In particular, the richest region has about 42% higher capital intensity than the poorest region. A

simple variance decomposition written as

cov( log Y/ N, a
1� a log K/ Y)

var( log Y/ N )
� 0.089 (18)

implies that variations in capital intensity can account for around 9% of the differences in output per
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worker across Ugandan regions, while the other 91% remain unexplained as TFP. At the same time,

there are some deviations from this trend, as some poorer regions have lower depreciation rates and

hence higher capital intensities than the median region (and hence Figure 6 displays the occasional

positive dark bar to the left of the median), and vice versa. On aggregate, however, the presented

channel helps explain part of the large underlying spread in output per worker across space.

The magnitude of this decomposition warrants some discussion. Attributing 9% of differences in output

per worker to differences in depreciation rates compares to active research on the role of schooling

and human capital, which is commonly estimated at 10-30% (Hsieh and Klenow, 2010). On the one

hand, my �ndings imply that if all regions in Uganda had the same depreciation rates, the difference in

income per capita between the richest and the poorest would narrow from 20 � to 18� .59 On the other

hand, by far the largest source of income differences remains TFP or “the measure of our ignorance”

(Abramowitz, 1956). A further caveat to these �ndings is that a series of model ingredients make the

environment ex-anteconducive to attributing capital with a big role in generating prosperity. For one,

the Ugandan capital share as reported by the ILO of a = 0.623 is large compared to rich countries,

but not out of the ordinary for developing economies (Maarek and Orgiazzi, 2020). One concern with

estimates of the capital share in poor countries is that they partially explain rents accruing to land,

natural resources, and other non-reproducible capital (Caselli and Feyrer, 2007). In Uganda, 7.5% of

GDP comes from natural resource rents, 5� more than the global average. As a robustness exercise,

I adjust for this by calibrating a = 0.623� 0.075 = 0.548 and recomputing the equilibrium capital

intensity and contribution to income differences. Making these adjustments reduces the share of total

income variation attributed to endogenous depreciation to 7%.

A second concern with the above exercise is the use of model-implied data on the left-hand side. As

discussed above, a measure I constructed from administrative tax records of output per worker displays

a substantially larger spread between the richest and poorest Ugandan regions, which can be plausibly

attributed in large parts to lower rates of formality and tax-compliance in the poorest areas. As a robust-

ness exercise, I also interpret the tax data as a ground truth, which widens the variation to be explained

and hence reduces the contribution of differences in depreciation rates to 3%. Given the issues with

this subnational dataset and the fact the model �ts well a series of more representatively estimated pat-

terns of economic activity across Ugandan regions, my preferred estimates rely on the calibrated model,

implying a contribution of endogenous capital depreciation to differences in prosperity of 7–9%.

6.2 Policy tools to increase capital investment

Given the importance of the repair market to regional growth and development, what tools does the

government have to reduce depreciation rates and boost capital investment? In this section, I simu-

late the effects of various counterfactual policies and discuss which policy levers the model views as

most effective to address an investment landscape characterized by endogenous depreciation. Figure 7

summarizes the main proposed policies.

Mechanic training. Repairing machines requires a host of sector-speci�c skills. Mechanics in Uganda

acquire these skills through three main ways: 22% of survey respondents completed a certi�ed voca-

tional training program, 51% learned on-the-job as an apprentice in an existing repair �rm, and the rest

59The differences in capital intensity between high and low depreciation areas are similar in magnitude to studies of the
effects of capital market reforms in India (Bau and Matray, 2023).
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are self-taught.60 Given the high prevalence of �rm-provided apprenticeships or on-the-job training,

designing these programs in a way that incentivizes high-quality knowledge transmission has been the

focus of an active research and policy debate in Uganda (Alfonsi et al., 2020). In a randomized controlled

trial, Alfonsi et al. (2020) study the labor market effects of subsidizing �rm-provided vocational training

across eight sectors, which includes motor vehicle mechanics. In one part of their study, they estimate

that the subsidy increased �rm-provided training, which in turn increased apprentice productivity by

39% for workers in this sector over the control group. 61 I �nd similar differences in my observational

data: mechanic respondents who have completed an apprenticeship score higher on the skills test and

serve clients faster (though the latter is imprecisely estimated, see Figure A.12).

What would be the downstream effects on capital investment of scaling this program and increasing

mechanic productivity throughout the country? To investigate this, I scale up mechanic productivity m

everywhere by 1.39 and recompute the steady state equilibrium. The leftmost panel of Figure 7 reports

results. Making all mechanics in the country 39% more productive lowers the aggregate replacement

investment rate D by two percentage points, from 0.51 to 0.49. In response, Uganda's aggregate capital

intensity is predicted to increase by 3% and total output by 2%. Despite the increase in �nal goods pro-

duction, the simulation predicts a slight uptick in subsistence employment, as making repair workers

more productive renders some workers currently employed in this sector obsolete. In general, these

effects are small given the large counterfactual increase in productivity. This is best understood as

an application of the Baumol (1967) effect, whereby capital repair acts as a bottleneck technology in

the aggregate economy. If labor in this sector is unproductive, costs are high and many resources are

bound up. Once it becomes more and more productive, however, labor merely shifts away to the next

bottleneck sector without major effects on aggregate GDP. Figure A.22 in the appendix illustrates this

asymmetry by rerunning the above counterfactual for a range of mechanic productivity improvements.

Relative to baseline, even a tripling of productivity would only decrease D by around four percentage

points – while making mechanics less productive would have much more severe negative effects. 62

Tariffs on spare parts. Uganda at present charges a 15% tariff on most imported machinery parts. I

investigate the effects of removing this tariff. I assume full pass-through of the tariff onto mechanics'

spare parts sourcing price pS, but allow their markup charged to repair customers to adjust endoge-

nously. I furthermore assume that only 62% of spare parts are imported, as the remaining machines in

the sample are Ugandan-made. To ensure budget-balancedness, I impose a �at tax on total production

to recoup the lost tariff revenue to the government. The second panel of Figure 7 shows that such a

tariff reduction would be passed down onto the repair costs faced by �rms, with D decreasing by about

3 percentage points. Uganda's capital intensity increases by more than 5%, total production by around

3% even after deducting the new �at tax.

Infrastructure interventions. I lastly consider the effects of a hypothetical major infrastructure invest-

ment campaign which reduces travel times on all links by 10%. The cost to upkeep machinery responds

604% of mechanic respondents completed both an apprenticeship and a certi�ed program. Food processing mechanics have
higher rates of formal training: 33% compared to 12% for motorcycle mechanics. Apprenticeship rates are similar across
sectors.

61In their paper, the authors only report the aggregate skill increases across sectors, which is around 32% compared to the
control group (Alfonsi et al., 2020, Table 2, column 4). I rerun their replication �le to isolate the effect for just the mechanic
sector, which is slightly higher at 39%.

62Alfonsi et al. (2020) additionally conclude that despite these productivity increases to apprentices, costs to �rm-owners
providing this training are large enough to lead to an estimated negative internal rate of return for this subsidy program. The
modest downstream effects on investment I estimate are likely not going to overturn this conclusion.
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Figure 7: Counterfactual implications of policies intended to increase capital investment

Notes: Counterfactual predictions of movements in labor, capital, and repair markets in response to simulated policies. As
explained in the main text, “Mechanic Training” increases the rate at which mechanics solve tasks m, “Tariff Reduction”
reduces the cost of spare partspS, “Infrastructure Program” reduces travel times dur i j between all links by 10%. D changes are
printed as percentage points, the remaining variables in percentages relative to baseline. Capital intensity and total production
only refer to the �nal goods sector which uses capital, not to subsistence agriculture.

to this program through two channels: a direct effect making it cheaper to access mechanics from fur-

ther away, and an indirect effect through increased overall production and repair market scale effects.

In total, both effects together reduce D by about 1.3 percentage points and increases total production by

1.5%.63

6.3 Model extensions and robustness

6.3.1 In-house repair

As the repair market is plagued by high costs, �rms might �nd it attractive to circumvent it by hiring

their own mechanic staff. Indeed, stylized fact #3 above showed that �rms with their own repair work-

ers have lower replacement investment rates. So why don't all �rms do this? One answer is that the

very scale effects that made repair provision dif�cult in remote markets also make in-house repair costly

for small �rms. A microenterprise with just one or two machines does not generate enough demand to

justify having someone on staff (and on the payroll) year-round waiting for the occasional breakdown.

As �rms grow and take on more capital, however, they generate a steadier �ow of repair needs, making

it more and more economical to take on in-house capacity. The model as written does not feature �rms

of different sizes and hence cannot directly speak to this dynamic.

In appendix section D.8, I sketch an extension of the baseline model with heterogeneous �rms of varying

productivity levels. Firms can decide whether they want to rent capital at a rate that includes replace-

ment investment (as in the main model), or instead want to be responsible for supplying their own

repair. In this case, they hire in-house mechanic workers subject to the same technological constraints

summarized by assumptions 1 and 2: the timing of repair demand is unpredictable and workers need to

63While a �at 10% decrease in travel times is a coarse simulation of what an optimal infrastructure program could look like,
the magnitude of these effects is within range of existing estimates in the literature. In Graff (2024), I estimate consumption
increases from an optimal 10% expansion of Uganda's network to be around 2%.
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be on the payroll even while they wait for the next breakdown. This leads to the same tradeoff as at the

market level: hiring enough standby personnel to quickly respond to sudden repair needs is expensive

if it is hardly ever needed. I formalize this intuition and show how the resulting equilibrium behavior is

consistent with empirical stylized fact #3. Figure A.29a presents total capital costs for �rms of varying

productivity levels under both regimes, panel b prints resulting replacement investment rates. Small

�rms with few machines would have to hire an uneconomical amount of repair capacity and so rely on

the expensive repair market, while larger �rms optimally circumvent it leading to continuously lower

replacement investment rates.

The insight that repair scale effects operate at both the market and �rm-level also offers one suggestive

explanation for the empirical regularity that market-based repair is so much more prevalent in poor

countries (see Figure A.2b in the appendix). Where �rms are small, there frequently is not enough

capital to rationalize hiring a full-time employee tasked with repairing machines. The repair market

steps in to �ll this gap, yet is plagued by high markups. Together, these two effects exacerbate each

other, rendering this problem particularly severe for the millions of capital-intensive microenterprises

around the world.

6.3.2 Fixed repair productivity

The calibrated model successfully replicates stylized fact #2 that more capital-scarce regions have higher

replacement investment rates. The main focus of the model have been costs of remoteness and scale ef-

fects in the repair market. However, my calibration also varies repair personnel productivity m̀ with

local TFP A ` , leading to mechanics in Kampala to be about 14� more productive than those in Napak

(yet also earn a commensurately higher general equilibrium wage). To ensure that these parameteriza-

tions don't drive the proposed effect, I also re-calibrate the entire model as a robustness exercise while

imposing mto be �xed at its average of m= 194 across Uganda.

Figure A.23 in the appendix prints the resulting replacement investment rates under this speci�cation

against district population density, similar to Figure 5a. Predicted D values are lower throughout and

the remoteness gradient is slightly less pronounced, yet the overall takeaway remains the same: the

most remote districts have replacement investment rates around 25 percentage points below the most

central ones, driven by scale effects in the repair market. Under this speci�cation, the accounting contri-

bution of model-predicted capital stocks rises slightly compared to the main model, to 14%. The main

calibration hence generates varying D rates mainly because of trade costs and scale effects, not local

mechanic productivity differences.

7 Global development accounting

Places where capital upkeep is more expensive likely have less of it. This applies to regions across

Uganda, but also plausibly to global differences in capital intensities across countries. Indeed, existing

international estimates of capital-output ratios(ie. the capital stock divided by annual GDP) differ by a

factor of around four between the world's richest and poorest countries (Hsieh and Klenow, 2010). One

challenge with this important fact in global development, however, is that the way capital is generally

measured is sensitive to the choice of a depreciation parameter. How then do measures of the global

capital distribution change once taking into account that capital depreciation might be higher in poorer

regions? In this section, I discuss this problem before conducting a back-of-the-envelope reappraisal

43



of the level of K across the process of development and reassess a canonical development accounting

exercise on the importance of capital as a source of global income differences.

The challenge with most commonly used international capital series is that they do not directly measure

the stock Kt of machinery, vehicles, and buildings in a country each year. Instead, they combine data

on capital investment It in a given year with an estimate of the depreciation rate and a base year K0 to

carry forward the previous year's capital stock according to the perpetual inventory method (PIM):

Kt+ 1 = ( 1 � d)Kt + It (19)

The choice of depreciation rates d hence affects the measurement of capital stocks around the world. In

practice, early development accounting exercises typically assumed a constant value of d across space

and time, often set to the US value.64,65More recent estimates have taken into account that the composi-

tion of capital varies between countries: poor countries have relatively more buildings (which depreci-

ate slowly) while rich countries have relatively more high-tech equipment (which depreciates fast). The

newest generations of the Penn World Table (Feenstra et al., 2015) account for these differences, which

typically imply economy-wide average depreciation rates risewith development. 66 For any given cap-

ital class, however, adjustments for potential changes in the rate at which otherwise similar machinery

is replaced across the development process are not generally performed.

The empirical evidence presented in section 3 above suggests that, at least within Uganda, motorcycles

and food processing machines are replaced more quickly in less developed regions. The theoretical

model in section 4 offered a microfoundation for how repair market imperfections can rationalize these

patterns. Under the strong assumption that these trends generalize to other capital classes and beyond

Uganda, I discuss below how accounting for these differences changes existing estimates of capital

stocks around the world.

7.1 A back-of-the-envelope adjustment of K with varying depreciation

In this exercise, I recompute K for every country in the Penn World Table using the perpetual inventory

method after adjusting d based on interpolating income differences between Uganda and the US. I �rst

present this approach, then discuss its undoubtedly strong assumptions, before reporting the resulting

data series and the implications of this adjustment for global development accounting.

Approach. To construct an adjusted global capital stock series, I largely follow the most recent genera-

tion of the Penn World Table (PWT, Feenstra et al., 2015). PWT computesKit for country i in year t using

equation (19) and data on annual investment for up to 183 countries since 1950. Investment series Iait

are further split into four different asset classes a: buildings, machinery, vehicles, and other capital. 67

Each asset class comes with its own depreciation rateda, which is assumed constant across space and

time and identical to the US value used by the Bureau of Economic Analysis going back to Fraumeni

64Studies using a constant value for d include Mankiw et al. (1992), Hall and Jones (1999), Acemoglu and Zilibotti (2001),
Hsieh and Klenow (2007), and Caselli and Feyrer (2007), as well as early iterations of the Penn World Table.

65Furthermore, the base yearK0 is frequently derived using an estimate of d, the growth rate g, and the assumption that the
economy was in steady state in that year: K0 = I0/ (d+ g) (see for example Hall and Jones, 1999).

66The International Monetary Fund applies a similar adjustment at least since 2010 (Arslanalp et al., 2010).
67In practice, PWT uses a more detailed set of nine capital subcategories (for example splitting buildings into non-residential

and residential structures). Detailed investment series are only available for the above four coarse classes which are aggregates
of the subgroups.
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(1997). Table A.6 in the appendix prints these rates and compares them to my survey evidence. To

adjust theseda values for the level of economic development, I make two strong assumptions:

Cross-Country Assumption 1 The relationship between GDP per capita Y/ N and depreciation ratesda for

Uganda and the US linearly extrapolates to all other countries.

Cross-Country Assumption 2 Depreciation ratesda are correctly measured in the United States.

Assumption 1 �xes the slopeof how d varies with economic development. Another way to interpret this

assumption is that differences local GDP are the only factor driving different depreciation rates across

the world, and that this mapping is identical everywhere. Assumption 2 �xes the interceptof the world-

wide level of da in each year. Fitting a line through the two points US and Uganda (which according to

Table A.6 has roughly 1.5� as high physical depreciation rates as the US), I arrive at an elasticity of da of

� � 0.12 to GDP per capita.68 Using the second assumption, I then adjust each country's depreciation

rates based on the difference of their GDP per capita to the United States, recompute an updated capital-

stock according to equation (19), and iterate until present day. 69

Discussion of assumptions. The above assumptions might fail in numerous ways. First, high replace-

ment investment rates D, which have been the focus of this paper, do not automatically translate into

high physicaldepreciation rates d for the purposes of the perpetual inventory method. Intuitively, while

D quanti�es the costs to keeping capital constant, d quanti�es how much of the physical capital stock

vanishes every period. This distinction is important as many components of D such as regular repairs

and maintenance are not usually captured as investment in the National Accounts. It hence could be

that developing countries have high replacement investment without discarding their capital at higher

rates – there would then be no mismeasurement in global capital stocks. However, recall from Table 2

that Ugandan rates of physical machine replacement (the “replacement” component of D) for the ma-

chines I study are also strongly elevated compared to the US, at factor of almost 3� . The slope identi�ed

under assumption 1 compares this physical replacement component to the conventional rates used in

the PWT, which comes out at 1.5� and is hence at the lower end of elasticities one could choose.

Second, assumption 1 will fail outright due to both omitted variable bias (things other than Y/ N in-

�uence depreciation rates across the world) or external validity concerns (the US-Uganda difference is

not informative for other countries). These are important concerns, but in the absence of better data on

global depreciation rates, no immediate remedy is available. The results below should hence be treated

with caution and understood as merely a proof of concept of how large the resulting measurement error

in K might be.

Results. With these important caveats in mind, Figure 8a presents the K-series adjustments for 178

countries. The x-axis prints log GDP per capita from the Penn World Table, the y-axis the adjustments

made using the outlined procedure. By construction and assumption 2, the US does not see their capital

stock updated through this procedure. In contrast, many poorer countries are predicted to have less

68The US had a roughly 31� higher GDP per capita as Uganda in 2019, which yields log (1/1.5 )/ log (31) � � 0.12.
69The exact adjustment performed for asset classa and country c is

da,c = da,US �
�

Yc/ Nc

YUS/ NUS

� � 0.12

which is performed for every year the PWT has data availability, and assuming that the capital stock in each country's base
year is correctly measured.
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Figure 8: Adjusting global capital stock measures for endogenous depreciation

(a) Global capital ratios after D-adjustment (b) Adapted K/ Y covaries more with prosperity

Notes:Panel a visualizes revisions made to global capital stocks from the Penn World Table (Feenstra et al., 2015) after account-
ing for depreciation of a given asset class being higher in poorer areas. It prints the relative ratio of the adjusted 2019 capital
stock compared to the conventional measure on the y-axis, against 2019 log GDP per capita. The US serves as a benchmark and
is not revised by assumption 2. Poorer countries are revised downwards by interpolating the empirical differences between
Uganda and the US for every year since 1950. Panel b prints resulting capital-output ratios against log GDP per capita, both
for the conventional capital series (in green) and the newly revised one (in orange), which displays a stronger comovement
with GDP per capita (p-value of orange �t being steeper than green �t p < 0.001). Underlying these computations are strong
assumptions which are discussed in the main text.

capital than implied by the traditional method. Intuitively, the high costs to repairing machinery and

equipment means existing units of capital are more likely to fall into permanent disrepair than tradition-

ally assumed. This in turn implies poor countries might have less capital than we think. The magnitude

of this potential mismeasurement is substantial: Uganda is predicted to have around 10% less capital,

Malawi over 25% less. On average, the poorest quarter of countries have around 15% less capital than

traditionally measured. A few countries richer than the US are predicted to have the opposite mismea-

surement, as scale effects are predicted to push depreciation rates below their traditionally assumed US

values. This �nding is heavily dependent on assumption 2 and hence even more speculative. Future

research estimating depreciation and replacement investment rates in other advanced economies might

discipline the magnitude of this direction of the mismeasurement of global capital stocks. 70

7.2 Reassessing the importance of capital in comparative development

If poor countries have less capital than we think, the contribution of capital to global income differences

might be higher than conventionally measured. Figure 8b visualizes this intuition. It prints in green

how traditionally measured capital-output ratios covary with income per capita. As is well known,

richer countries have more capital relative to output. Table 4 performs a development accounting exer-

cise as in section 6 using equation (17). Using the conventional measures, column (1) attributes 20% of

global income differences to differences in capital intensity, in line with existing studies such as Hsieh

and Klenow (2010) (Figure A.25 in the appendix provides detailed, country-by-country contributions

similar to Figure 6). The revised capital series printed in orange displays a stronger covariance with

world income levels, as poorer countries have less capital than previously thought. This effect elevates

70Figure A.24 prints a histogram of all revisions in the depreciation rate under this technique. To minimize the impact of
one-off outlier years, I cap the factor at which d can be revised by � 5� , which is rarely exceeded.
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Table 4: Contribution of capital-intensity to global income differences

(1) (2)
PWT K-series Revised K-series

Contribution of a
1� a log

� K
Y

�
20% 25%

Contribution of 1
1� a log (A) 80% 75%

Notes:Development accounting using equation (17) to apportion global income differences to capital-output ratios and resid-
ual TFP. Numbers indicate a covariance decomposition according to equation (18). The revised capital series in column (2)
explains more of the global income variation because of higher depreciation rates in poor countries leading them to be revised
to have less capital. Underlying these computations are strong assumptions which are discussed in the main text.

the estimated contribution of capital to global income differences to 25%, a roughly one quarter increase.

Summing up, the calibrated model of how repair markets lead to high replacement rates in capital-

scarce regions hints at measurement error in the way capital stock series are usually constructed. A

revised time series is about a quarter more predictive of global income differences than the conventional

estimates. Because of the strong assumptions needed to arrive at this result, the implied magnitudes

should undoubtedly be treated with caution. Adding �rst-hand evidence on replacement investment

rates for �rms across the world, similar to what this paper has attempted for Uganda, would allow for

a richer understanding of the link between depreciation, growth, and development.

8 Conclusion

The rate at which capital breaks and is repaired is not an engineering constant, but varies across space

and the process of development. Despite its importance for economic growth, this dynamic has received

only limited empirical or theoretical attention. In this paper, I provide detailed evidence on the various

ways in which the brittleness of capital impacts the operations of microenterprises across Uganda. I

make four contributions. First, I introduce a new and direct way to group together these expenses into

a comprehensive measure of replacement investment. Second, my �rm survey isolates new stylised

facts: capital replacement costs are high throughout Uganda, highest in remote locations and for small

�rms, and subject to scale effects. Third, I argue that a unique feature of the supply of repairs – the fact

that they are impossible to schedule in advance – can explain these facts. I embed this feature into a

general equilibrium spatial growth framework with endogenous depreciation and estimate it using my

microdata. Fourth, I use the model to show that accounting for these effects can explain up to 9% of the

variation of income across regions in Uganda, discuss the impacts of counterfactual investment policy

tools, as well as offer a suggestive calculation of what these results imply for the measurement of capital

across the world.

Understanding capital depreciation as an endogenous object subject to scale effects has implications

beyond what is studied in this paper. For one, it offers a strong coordination incentive for �rms to use

similar machinery as their neighbors, offering a new microfoundation for why seemingly similar �rms

so often cluster close together in developing country settings (Bassi et al., 2022; Vitali, 2022; Weiss et al.,

2024). Relatedly, my �ndings have potential implications for the dynamics of technology adoption in

poor countries, as �rms have an incentive not to be the �rst-mover to avoid paying excessively high

repair costs. A vintage model in the spirit of Solow (1959) could operationalize this intuition and offer

a quanti�cation of the dynamic productivity implications of this effect (Caunedo and Keller, 2021).
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An intriguing avenue for future work is to consider ways for governments to help �rms overcome the

challenge of accessing adequate and timely repairs. The technological challenge discussed in this paper

– the fact that repair demand cannot be scheduled – is hard to tackle directly. However, because this

problem becomes less severe in capital-dense areas and for large �rms, well-agreed upon objectives of

development policies might help alleviate these problems as well. Better integrated markets, a wider

variety of skilled labor, and larger �rm sizes all offer theoretical ways out of the low capital – high

depreciation equilibrium.
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A Additional �gures

Figure A.1: Rich countries use more capital than poor countries

(a) Agricultural horsepower per acre farm land (b) Machinery imports per capita

Notes:Trends of global differences in capital density between rich and poor countries. Data on agricultural horsepower from
Our World in Data, data on machinery imports from WIOTs.

Figure A.2: Repair workers in poor countries are more numerous and self-employed

(a) Number of mechanics per $1 million in machinery (b) Share of mechanics who are self-employed

Notes:Global patterns on the size and employment distribution of the repair sector. Panel a prints the number of workers in
mechanic and repair occupations (ISIC codes 33, 452, and 95) divided by a country's total capital stock (as reported by the
Penn World Table, Feenstra et al., 2015). Magnitudes are such that Uganda, for example, has eight repair workers per one
million USD worth of capital. Note that the data on capital stocks in the Penn World Table is constructed using a constant
depreciation rate, an assumption I relax in this paper. Panel b prints the share of all repair workers who are self-employed (as
opposed to being employees in a larger �rm).
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Figure A.3: Detailed survey locations

(a) Study locations within Uganda

(b) Kampala + suburbs (c) Luwero district (d) Napak district

Notes:Detailed maps of survey locations in all three regions. Colors represent motorcycle riders (green), food processing �rms
(pink), motorcycle mechanics (blue), and food processing mechanics (yellow).
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Figure A.4: Density of workers across study sectors and regions

Notes:Number of workers in motorcycle transport and food processing per square kilometer across the three study districts.
Data from the 2014 National Population and Housing Census. “Food processing” in the Census is a broader category than
mine and so might include animal feed processors and other related trades.
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Figure A.5: Distribution of motorcycle brands and food processing machines across regions

(a) Distribution of motorcycle brands by region

(b) Distribution of food processing machine countries of origin by region

This �gure prints the full distribution of motorcycle makes and food processing machine production countries by survey area.
Among motorcycles, Bajaj is the most common brand but the market is substantially less concentrated in less remote areas.
Among food processing machines, Ugandan-made machines dominate in two out of the three study regions, with Chinese
made brands the most common in Napak district.
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Figure A.6: Motorcycle riders' estimated machine values largely re�ect observable resale price.

This �gure prints motorcycle riders' self-reported estimates of the resale value of their motorbike against a sample of observed
used motorcycle prices from a large Ugandan online marketplace. 45-degree line in black, line of best �t, achieved through
projection of OnlinePrice b = b0 + bEstimatedPricei ,b + ei ,b for machine i in age-make bin b, in purple. Section C.3 provides
more details.
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Figure A.7: Mechanics travel patterns.

Notes:Map of the reported travel patterns of motorcycle mechanics (blue) and food processing mechanics (yellow) in the last
year.
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Figure A.8: Components of D across regions

(a) Repair and maintenance (b) Forgone revenue during idle time

(c) Replacement (d) Input decay

Notes:The four components of the replacement investment rate D split by survey region.

Figure A.9: D controlling for value and utilization

Notes: Robustness analyses displaying the spatial gradient in D after controlling for machine resale value (middle set of
estimates) and machine utilization (rightmost set). The gradient persists, yet is weakened after controlling for these constituent
components of D.
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Figure A.10: Further evidence on D

(a) D by market access quantiles (b) D by number of employees

(c) D by number of machines (d) D by whether machine repaired via market

(e) Mechanic capacity utilization (f) Mechanic markup over spare parts cost

Notes: Additional evidence on how D varies across space and the �rm distribution. Market access in panel a is computed
according to Donaldson and Hornbeck (2016), which is further discussed in appendix C.5. In panel d, machine is considered
as repaired in-house if either the �rm has a mechanic on staff who is primarily responsible for repairing machines once they
break down (around 5% of the �rms in the sample) or if the respondent was able to repair the machine on their own when it
last broke.
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Figure A.11: Evidence on mechanic behavior by survey district

(a) Time to serve arriving customers (b) Motor mechanics skills test results

(c) Brands of spare parts in store (d) Sourcing spare parts cited as problem

Notes:Identical analyses as in Figure 2, except split by the study district, not the market access quintile. As there are very few
mechanics in Napak, con�dence intervals on the leftmost set of estimates are large.

Figure A.12: Evidence on mechanic behavior by whether respondent completed an apprenticeship

(a) Motor mechanics skills test results (b) Time to serve arriving customers

Notes:Same analyses as panels 2b and 2a, except split by whether the mechanic completed an apprenticeship as part of their
education (which is around half of mechanics).
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Figure A.13: Machine age pro�les

(a) Machine characteristics (b) Replacement investment rate D

Notes: Observational age pro�les of various machine characteristics and the replacement investment rate D. All gradients
normalize by machine type (ie. motorcycle model and food processing machine class). Gradients obtained by running a
regression of machine-level outcome Y on a series of 2-year age bin �xed effects. Machines aged 0-2 years identi�ed through
the intercept. Panel a normalizes every outcome by the intercept to compare relative changes. All outcomes are printed so
that values above 1 indicate improvements in the outcome. For example, the yellow line implies machines at 10+ years are
about 15% less fuel ef�cient than those 0-2 years old. Panel b indicates at the bottom the number of observations within each
age bin, “10+” groups together all machines older than 10 years (and hence includes machines up to 23 years old), as well as
the 95% con�dence interval around the D age pro�le.

Figure A.14: Relative shares of buffer and predictable repair capacity

Notes: Equivalent to Figure 4a, yet expressing the components of the optimal repair employment by the minimum viable
employment l / m(in pink), and the buffer employment in blue. Because buffer capacity grows with the square root of demandq

l r
mw, it is relatively more prominent at low levels of demand. Servicing an exceedingly rare event is hence more expensive.
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Figure A.15: Model parameters by machine type

(a) Breakdown frequency d0 by machine type

(b) Relative spare parts price pS/ pK by machine type

Notes:Machine-type level estimates of the rate of annual breakdown d0 and the relative costs of spare parts as a fraction of
machine costspS/ pK. Panel a also prints the US estimate derived from ASABE Standards (2011).
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Figure A.16: Relative machinery repair expenditures from tax data across Ugandan industries

Notes:Distribution of formal-sector machinery repair expenditures normalised by total machinery stock value across ISIC-4
sectors. Data from administrative tax returns provided by the Ugandan Revenue Authority (URA), grouped over all tax years
2014–2023. Machinery repair share is constructed as the total expenditure on machine repair (as indicated on �rms' corporate
income tax return), divided by the total book value of machinery (from �rms' balance sheets). The component of D accruing
to repair expenditures in the main survey is 11% for motorcycles (compared to 25% for formal �rms in land transport here)
and 25% for grain milling (compared to 8% here).
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Figure A.17: Model geography.

Notes:In order to �t the model to the Ugandan geography, I use a coarsened set of administrative locations. I transform the
138 districts of Uganda into 51 locations by combining adjacent areas. In this map, red district borders are eliminated to join
districts together into larger units, described by the blue borders.
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Figure A.18: Gravity regressions to isolate kM , x, and kG

(a) Mechanic price (b) Mechanic travel gravity (c) Final goods gravity

Notes:Scatter plots visualizing the structural gravity regressions run to estimate kM , x, and kG. The travel duration in hours
between two districts dur i j is on the x-axis of all three panels. Panel a prints log t i j used to estimate equation 13, panel b prints
log Xi j for equation (14), and panel c prints log Qi j used for equation (15).
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Figure A.19: Local pseudo-“Jacobians” for Simulated Minimum Distance

Notes:This �gure documents how the three targeted moments are in�uenced by the three structural parameters. The markup
mechanics charge over spare parts (�rst row) is mainly in�uenced by the mechanic elasticity of substitution s: high s means
less market power for mechanics, who charge lower markups. The share of all breakages resulting in a repair (second row)
is higher if the repair-replace parameter g is higher and the likelihood of drawing a large value of the issue distribution i is
lower. Lastly, the average capacity utilization of mechanics (de�ned as the share of time a mechanic �rm is actively working
on a client task, third row) is in�uenced by all three parameters, including the mechanic entry �xed cost fE. Higher fE means
mechanics only enter if they expect a large amount of orders and little idle time, driving up equilibrium utilization rates. In
joint estimation, the vector (s, g, fE) is chosen to match all three moments in the data, indicated by the horizontal lines.
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Figure A.20: Spatial distribution of model-implied economic fundamentals

(a) Agricultural TFP L ` (LSMS-ISA survey locations as dots)

(b) Inverted �nal goods productivity log A`

Notes:Spatial distribution of agricultural TFP L ` and �nal goods TFP A` across Ugandan districts. Panel a prints agricultural
TFP calculated from the World Bank Living Standards Measurement Survey – Integrated Survey on Agriculture (LSMS-ISA)
module and using the agricultural production function Gollin and Udry (2021) estimate on the same data. Survey locations
are printed as blue dots. Panel b prints inverted measures of (log) �nal goods TFP computed using the procedure outlined in
appendix section E.1.
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Figure A.21: Model �t

(a) Capital imports (b) Repair employment share

(c) Agricultural employment share (d) Non-agricultural formal sector output per capita

Notes: Fit of the calibrated model across Ugandan regions. Each dot represents a Ugandan region, scaled by the log of its
population. Panel a compares model predictions of total capital imports (per capita, on a log scale) against administrative
customs records of total machinery imports into each region from the Ugandan Revenue Authority. I rescale model predictions
down by 44%, which is the share of machines in my sample that are Ugandan made and hence not imported. Panels b and c
print employment shares in repair occupations and subsistence agriculture, derived from the 2014 Census. Panel d constructs
a measure of per capita GDP in each region from administrative tax returns. I compile the total sales and the total wage bill of
formal �rms in each region. For sales, I subtract imported intermediates from other regions as reported in VAT records. For
wages, I scale up by 1/ (1 � 0.623) = 2.65 to account for informal employment, which is estimated at around 63% in Uganda. I
then take the maximum of both of these estimates to �ll data gaps and issues in coverage of the administrative data especially
in remote regions.
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Figure A.22: Change in D in response to uniform increases in mechanic productivity m

Notes: Counterfactual simulations of the resulting replacement investment rate if mechanic productivity mwas changed by
various amounts. To visualize the Baumol (1967)-effect, note how D does not drop much further even if mgets increased by
plus 200%. On the other hand, the bottleneck status of repairs becomes apparent if mdrops even further and D shoots up on
the left side of the graph. The pink dot corresponds to the effect presented in Figure 7, with mincreased by 39%.

Figure A.23: D against population density, calibrated with constant m

Notes: Equivalent to Figure 5a in the main text, plotting model-implied replacement investment rates D` against district
population density. In the main model calibration, repair personnel productivity m̀ is a linear mapping of local TFP A` (while
ensuring that the average mre�ects the survey evidence of 194 repairs / year). As discussed in section 6.3.2, this extension
instead keepsm�xed at m= 194 everywhere. The gradient in D with remoteness is slightly weaker than in the full calibration,
yet nevertheless pronounced.
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Figure A.24: d-adjustment factors across space and time

Notes:Histogram of the year-by-country speci�c adjustment factors of the depreciation rate. Factors above 1 imply the depre-
ciation rate is increased.
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Figure A.25: Global development accounting using conventional and updated capital stocks

(a) Contributions of K/ Y and TFP to Y/ N using conventional capital stocks

(b) Contributions of K/ Y and TFP to Y/ N using revised capital stocks

Notes:Figure identical to 6, but decomposing income differences across global countries instead of Ugandan regions. Panel a
uses the conventional K/ Y series from the Penn World Table. Panel b uses my revised series, which accounts for more of the
differences in global income levels.
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B Tables

Table A.1: Summary statistics by sector

Motorcycle
Riders

Food
Processing

Motor
Mechanics

Food
Mechanics

Firm employment 1.04 2.71 2.42 2.16
Firm age (years) 4.45 6.29 5.26 8.97
Monthly �rm revenue (USD) 207 1293 459 412
Monthly �rm costs (USD) 99 829 228 196
Daily customers 13 10 15 2.14
Capacity utilisation 0.63 0.56 0.64 0.51
Revenue ratio best/worst week 2.51 3.33 2.98 3.87

Number of machines 1.00 1.61
Machine purchase price (USD) 1241 1961
Machine is imported from abroad 0.93 0.30
Machine age (years) 3.64 5.94
Machine hours in use yesterday 9.56 6.11
Machine owned by �rm 0.96 1.00
Machine minutes rented out yesterday 8.05 0.00
Has a mechanic on staff 0.00 0.08

N 545 316 466 81

Notes:Sample averages across four business categories. As throughout the paper, all unrestricted variables are winsorized at
the top and bottom 1 percentile.

Table A.2: Summary statistics on mechanic travel patterns

Motor
Mechanics

Food
Mechanics

Travelled outside district this year (%) 20 73
Number of out-of-district trips last year 2.3 2.5
Trip distance (KM) 173 321
Customers visted 1.3 1.1
Trip revenue (USD) 51 98
Trip costs (USD) 15 32
Trip length (days) 1.4 1.9

Notes:Summary statistics of the travel behavior of mechanics in the survey. Trip costs include all costs mechanics incurred for
travel, accommodation, and personal expenses and that they were reimbursed for by their customers.
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Table A.3: Machine quality differences between regions

Purchase price (USD) Early repair frequency

(1) (2) (3)

Kampala 1584.38��� 1421.09��� 2.07���

(48.81) (73.76) (0.14)

Luwero (over Kampala) 177.67� 457.87��� 0.13
(76.06) (91.27) (0.21)

Napak (over Kampala) -431.64��� -75.31 -0.90���

(95.54) (293.61) (0.23)

Machine Model FE Yes Yes Yes

Machine Purchase Origin FE Yes

Notes:Various indicators of machine quality and their differences across study regions. First two columns: dependent variable
is machine purchase price when new (in USD). The average machine purchased by a Napak �rm is about $400 cheaper
than in Kampala, controlling for machine model (col 1). This difference becomes less pronounced once controlling for in
which district the machine was purchased (column 2). Columns 3: dependent variable is the self-reported number of repairs
required in the �rst year of operating a new machine. Machines in Napak failed roughly half as frequently, in contrast to their
contemporaneous high failure rate (see Table 1).

Table A.4: Repair market costs by district and machine model

(1) (2)
Days to repair machine Repair price (USD)

Intercept (rare model in Kampala) 3.12 �� 42.16���

(1.07) (4.04)

Machine is frequent model 1.72 -0.93
(1.42) (5.34)

Luwero 3.95� 4.33
(1.92) (7.24)

Luwero � frequent model -3.33 2.53
(2.36) (8.91)

Napak 12.24�� 6.26
(4.65) (17.54)

Napak � frequent model -11.61� -9.86
(4.93) (18.59)

N 572 572

Notes:Column (1) prints the data underlying Figure 1c. Column (2) repeats the same exercise but with an estimate of the price
paid for the last repair on the left hand side. Stars indicate p-values below 0.1 ( � ), 0.05 (�� ) and 0.01 (��� )

A-22



Table A.5: Gravity estimates

(1) (2) (3) (4) (5) (6)
log t i j log Xi j log Xi j log Qi j log Xi j log Qi j

dur i j 0.29��� -1.16�� -2.86 -0.38��� -2.02��� -0.34���

(0.08) (0.28) (1.34) (0.03) (0.26) (0.05)

Estimation OLS OLS OLS OLS PPML PPML

Destination FE Yes Yes Yes Yes Yes Yes

Origin FE Yes Yes Yes Yes

Implied x 3.98 9.80 6.91

Implied kM .29 .29 .29 .29

Assumed q 4.00 4.00

Implied kG .1 .08
N 321 18 10 989 21 2,601

Notes:Gravity regression coef�cients. Regression equations are discussed in section 5. As discussed in the main text, columns
(1), (2), and (4) are the preferred estimates. Stars indicate p-values below 0.1 (� ), 0.05 (�� ) and 0.01 (��� )
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Table A.6: Depreciation rates in the PWT and the Ugandan survey evidence

Asset class Asset subgroup PWT da Surveyed asset Ugandan 1R,a US 1R,a

Machinery Computers 0.32 – – –
Communication equipment 0.12 – – –
Other machinery 0.13 Food proc. machines 0.22 0.07

Structures Non-residential 0.03 – – –
Residential 0.01 – – –

Vehicles Transport equipment 0.19 Motorcycles 0.23 0.06
Other Software 0.32 – – –

Other intellectual property 0.15 – – –
Cultivated assets 0.13 – – –

Notes:Depreciation rates used in the Penn World Table (PWT, Feenstra et al., 2015), as well as survey evidence constructing a
comparable measure in the Ugandan sample. The PWT adopts depreciation ratesda for all asset classes from the US Bureau of
Economic Analysis. For the purposes of constructing the capital stock, I cannot directly compare this number to my D measure
of replacement investment, as D also includes things like maintenance, repair, or forgone revenue, that are not usually counted
as investment. Instead, I focus on the physical “replacement” part of D, ie. the chance that a machine breaks enough to be
fully taken out of the economy each year. Those chances are 22% and 23% each year in the Ugandan sample (“Ugandan1R,a”
column), considerably higher than both the conventional depreciation rate and the US replacement analogues (last column).
No comparable data is available for other asset classes.
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Figure A.26: Food processing machine types

(a) Grain mill (b) Coffee huller

C Additional details on empirical analyses.

C.1 Survey sampling procedure

The surveys were conducted in three broad geographic areas (Kampala metro area, Luwero district,

and Napak district) and across four business types (commercial motorcycle riders, commercial food

processing �rms, motor vehicle mechanics, and food processing mechanics). The following section

explains the sampling procedure and appropriate reweighting in more detail.

Geographic sampling. In Napak and Luwero district, the enumerator team was tasked to visit ev-

ery parish of the district (93 in Luwero, 37 in Napak). This was achieved with the exception of one

parish in Napak (Apeitilom A parish), which was not visited due to local safety concerns. Two further

Napak parishes (Nariameregei and Moruongor parishes) were visited but no eligible and consenting

businesses were found to include in the survey. In Kampala, 73 out of the district's 96 parishes were

visited. In 22 of these, no food processing �rms were sampled to avoid interfering with a concurrently

running study of the grain milling industry in these parishes. The sample was instead supplemented

with 36 parishes from the Kampala suburbs, which fall into neighboring Wakiso district.

In each parish, a team of two enumerators was tasked to approach every eligible food processing �rm

they could �nd. Upon consent, these were surveyed. To be eligible, a food processing �rm had to be

in the business of either grinding �our or hulling coffee for human consumption using machinery. In

practice, over 90% of sampled food processing �rms were grain mills (84% in Luwero, 95% in Kampala,

and 100% in Napak). These could be businesses who either purchased unprocessed produce (grains,

maize, cassava, or coffee beans), processed them on their premises and sold them on, or who waited

for customers to arrive in their store and processed their produce on the spot against a fee. Figure A.26

prints photos of eligible machine types.

The team furthermore approached every food processing mechanic in a parish they could �nd. Since
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these enterprises don't often have a storefront presence for walk-in customers but rather rely on or-

ders from phone calls, the team asked every food processing �rm for contact information of mechanics

they knew. If these mechanics were based in the study area, they were contacted and, upon consent,

interviewed.

There were generally too many motorcycle riders and motor vehicle mechanics in each parish to com-

prehensively census. Instead, the team accessed a parish map with a population-weighted centroid

on their phone, ensured they went to the centroid mark, and surveyed the �rst two motorcycle riders

and motor vehicle mechanics they could �nd. Only commercial motorcycle riders offering transport

services were eligible, not drivers of private motorcycles. Similarly, only mechanics offering motorcycle

repair services were eligible, not mechanics specialising in other motor vehicles.

Motorcycle brand oversampling. To get more power on the comparisons between different motorcy-

cle brands, the survey team was instructed to spend an additional 10 survey days deliberately oversam-

pling less common motorcycle makes and skipping any �rms using a Bajaj brand bike. This was done

after 174 motorcycles in Kampala and 143 in Luwero district had already been sampled in a representa-

tive way. I use the distribution of motorcycle makes from the representative exercise to re-weight these

additionally sampled bikes appropriately. No such activity was performed in Napak.

C.2 Computing D

I combine survey data on the various components of replacement investments to construct an overall

replacement investment rate D according to equation (1), restated below:

D =

2

6
6
6
6
4

(1 � 1R)X
| {z }

repair + maintain
if not replaced

+ ( 1 � 1R)W
| {z }
lost revenue
during repair

+ ( PK � PK,S)1R| {z }
discard or sell
and replace

+ ( 1 � 1R)dI

| {z }
input decay

if not replaced

3

7
7
7
7
5

�
1
PK|{z}

normalized by
current value

�
1
u|{z}

normalized by
utilization

This section provides background on the construction and measurements of each of these components.

Figure A.27 prints raw distributions of all variables going into the measure.

Replacement probability 1R. 1R is one if a �rm stops using a given machine over the coming year.

This could be either because the �rm sells the machine or discards and scraps it. The survey asks �rms

“How much longer do you expect to be using this machine?”, with the average answer being around 4 years

(motorcycles) and 8 years (food processing). Answers roughly follow an exponential distribution (see

panel A.27a), which I use to construct the expected probability of losing the machine in the next year. I

assume machine replacement events follow a Poisson point process with parameter l R and that �rms

report their expected value of the length until the next event, or 1/ l R. I am then interested in the

likelihood the next event occurs within the next 1 year. Using the CDF of the exponential distribution,

I obtain

E 1R = 1 � exp(� 1/expected years until replacement )

Panel A.27b prints the distribution of E 1R. Since respondents could only answer in entire integers, E 1R

by construction is bounded from above by 1 � exp(� 1) � 0.63.
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Repair and maintenance expenditures X. Firms report expenditures on repairs (�xing a machine after

it has broken down) and maintenance (preventative activities to prolong the lifespan of a machine while

it still works) in two separate ways. For repair expenditures, �rms report the frequency with which a

machine has broken down in the past year ( d0, plotted in panel A.27c with a spike at d0 = 0.), as well as

the amount of money spent the last time it broke down ( Xrec, panel A.27d).

Turning to maintenance, �rms report their expenditures in two different ways. First, the survey in-

cluded a module similarly to the repair costs above, asking �rms how often they conduct maintenance

and how much they spent on the most recent such event. In a different part of the survey, they also

report how much they've spent on maintenance in total in the past month. When comparing both es-

timates, the former produces expenditures that are inconsistent with the latter and much too big; it

is likely that �rms' recollection of their last expenditure on maintenance is of a particularly thorough

maintenance event, which cost more than the average such event. I hence resort to the more conser-

vative total estimate. I take the monthly total �rm expenditure on maintenance, apportion it onto the

machine level using machine values as weights (in case a �rm has more than one machine), and multi-

ply by 12 to get yearly estimates. Panel A.27e prints distributions of this estimate, denoted by XM .

Lastly, for the few �rms that have a dedicated mechanic on staff, I add the mechanic's yearly wage

payments, wM , to the estimate. Putting it all together, I arrive at

X = d0Xrec + XM + wM

whose distribution is printed in panel A.27f.

Lost revenue W. Similarly, I record how many days a machine laid idle and broken until it could be

repaired the last time it broke, as well as whether the �rm was still able to operate in the meantime

(83% say they cannot). If it was able to operate, I record at what share of usual revenue. Multiplying

this with the average daily revenue, I arrive at the cost of forgone revenue each time the machine breaks.

Multiplying further by the annual breakdown frequency, I arrive at the total annual forgone revenue

W, printed in panel A.27g. As the �rm revenue distribution, W has a long right tail going up to more

than $4,000 lost by the largest �rms with the longest breakage spell. For legibility, panel A.27g hence

winsorizes at the 90% level (instead of the usual 1%). All calculations in the paper are performed with

the full distribution, winsorized at top and bottom 1%.

Discarding and reselling replaced machines (PK � PK,S). After computing the replacement probabil-

ity x, I obtain information on the likely reason for replacement, as well as whether the machine is likely

to be resold and at what price. 81% state the likely reason as wanting to upgrade to a newer and better

model, 13% as the machine being broken beyond repair, 6% as enterprise closure. 55% expect to sell the

machine once it is discarded, on average at 70% of its current market value.

Panel A.27h prints the distribution of responses of the ratio of resale value PK,S to current market value

PK. The distribution has a large spike at 0 for �rms that do not intend to sell on their machine once it is

broken. This module was added belatedly to the survey and so only collected for roughly the last third

of observations. To make progress, I use information on machine age, business sector, and the reason for

discarding a machine (which was collected for all observations) and imputemissing values of this ratio

using linear projection. Panel A.27i presents the full distribution of the ratio between predicted resale

price and current market value, including actual data and the 2/3 of observations using the prediction.
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The contribution of machine replacement to the replacement investment rate is then, per (1):

x
PK � PK,S

PK
= x

�
1 �

PK,S

PK

�

Input decay dI . This component captures the expenditure �rms need to make throughout the year on

additional intermediate inputs to achieve the same output as machines become less ef�cient with age.

To measure this quantity I focus on fuel, likely the largest intermediate input. Firms are asked how

much fuel is required to operate the machine on a typical day now (denoted fT), and how much was

required to complete a similar daily operation when the machine was �rst purchased ( f0).

Assuming a geometric structure of input decay in the T years since purchase, one can write

fT = ( ddec)T f0

where ddec is the decay rate at which the amount of required inputs grow each year. Using information

on fT, f0, as well as the time since purchaseT, I isolate the object of interest

ddec = exp
�

log
�

fT

f0

�
/ T

�

whose distribution is printed in A.27j. The large spike at ddec = 1 represents machines that have not

gotten less ef�cient. Values ddec > 1 represent increases in fuel requirements, the very few observations

with ddec < 1 (around 5% of machines) represent machines �rms say have actually gotten morefuel

ef�cient over the years.

To isolate the costs associated with this ef�ciency decay per year, I multiply yearly expenditures on

intermediates CI and materials by (ddec � 1):

dI = ( ddec � 1)CI

This procedure assumes that changes in fuel ef�ciency proxy well changes in overall intermediate input

ef�ciency.

Machine market values PK. Firms are asked to estimate the current market resale value of their ma-

chines. In a few cases (7% of observations), respondents were not able to provide an educated guess. In

these cases, I use the remaining 93% of responses and predict market values non-parametrically based

on machine age (using three-year age bins) and machine category (motorcycle brand or food processing

machine type, such as grain mill or weighing scale). Results in this paper are robust to using only the

(large) subset of �rms that estimated their machine's values.

See also section C.3 right below for evidence that �rms' valuations of machine resale values are reason-

ably accurate, at least for motorcycles where there is an active resale market.

Machine utilization u. Firms report the number of hours their machine is running and utilized on

the last day the business was operational, as well as how many days in the past month, and how many

months in the past year the �rm was open for business. Assuming that the previous day well represents

overall usage, I construct a measure of the share of the past year (consisting of 365 days and 24 hours

each day) that a machine was utilized. Panel A.27k prints the distribution. On average, motorcycles
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have a utilization rate of 37% (implying more than 8 hours of usage every day of the year) and food

processing machines of 24% (less than 6 hours each day).

To normalize D by utilization, I divide the raw replacement investment rate by this measure to end

up at a yearly rate at uninterrupted usage (365/24). I then scale this back down to observed levels of

utilization by multiplying the resulting measure by the average usage of machines by broad machine

categories (motorcycles of different brands, grain mills, weighing scales, etc.).

The �nal panel A.27l prints the full distribution of the replacement investment rates D across all �rms.

C.3 Validating machine value estimates

Respondents estimate their machine's current market resale value. The exact wording of the question

is “How much would you be able to sell this motorcycle / machine for on the market today?”. While this is a

common way to probe machine values in surveys (see e.g. World Bank, 2019), concerns remain over

whether respondents can accurately estimate such valuations.

To make progress, I additionally scrape data on the actual market for second-hand motorcycles in

Uganda, using one of the country's largest online motorcycle marketplaces. Between February and

April 2025, I scrape more than 2,500 postings of motorcycles posted all across Uganda, including ma-

chine age and make.

Figure A.6 plots the median price of a second-hand motorcycle across age-make bins on the x-axis

against survey responses of motorcycle owners in the same age-make bin. I drop age-make bins with

less than 5 postings on the online marketplace. Firms generally estimate prices that are reasonable and

within the set of online prices, though the median guess is about 22% higher than comparable machines

on the online marketplace. Respondents also correctly identify which machines are likely more or less

expensive. Projecting survey estimates of each respondenti on median online prices across age-make

bins b

OnlinePriceb = b0 + bEstimatedPricei ,b + ei ,b

reveals a projection coef�cient of b = 0.37 which is highly signi�cant.

Respondents' estimates thus are at the very least reasonably accurate proxies for actual machine values.

The fact that some differences between both data sources remain could be due to a variety of factors,

such as (a) the online marketplace not operating in the same geographical regions as the survey activity

(though respondents' estimates are not necessarily more accurate when restricting both online and sur-

vey sample to the wider Kampala region), (b) motorcycles on the resale market being on average worse

quality than those in wider circulation, (c) market participants are negatively selected along dimensions

such as disposable cash �ow and thus willing to sell their capital at lower prices as non-participants

(Lanteri, 2018), or (d) overcon�dence and estimation error. Note that if the online marketplace data

were correct and true machine values were indeed 22% lower, the replacement investment rate would

further rise. I prefer using respondents' estimates as the more conservative approach.

Note also that no comparable data for food processing machines exists. I am thus not able to indepen-

dently verify respondents' estimates in this sector.
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Figure A.27: Further evidence on D's components

(a) Years until machine replacement (b) Replacement probability x (c) Annual breakdown frequency d0

(d) Recent repair costsXrec (USD) (e) Ann. maint. expenditure XM (f) Rep+maint expenditure X

(g) Forgone rev. W (abbr. at 90%)
(h) Ratio resale / market value
(data) (i) Ratio incl. imputed

(j) Yearly change in fuel requ. ddec (k) Utilization in past year (365/24) (l) Replacement investment rate D

Notes:As throughout the paper, all variables are winsorized at the top and bottom 1%. The x-axis in panel A.27g is abridged
at W = 1, 000 USD for legibility, suppressing the full right tail of about 10% of observations.
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C.4 Constructing replacement investment for US machines

To construct a comparable measure of replacement investment D for machines in the United States, I

rely on a series of publicly available datasets. However, some of the components of D are not readily

collected in existing surveys and so a full comparison would require additional data collection.

C.4.1 Farm machinery.

The American Society of Agricultural and Biological Engineers publishes engineers' estimates for the

longevity, breakdown frequency, and repair costs of farm machinery in the US (ASABE Standards, 2011).

Since their standards do not include an individual estimate for US grain mills, I resort to an average of

the various different types of farm machinery they do cover, including sprayers, plows, harvesters,

mowers, cultivators, and tractors.

Repair and maintenance. The ASABE standards report a “repair factor” for different machinery types,

which is the average ratio of expected repair costs and the initial list price of a machine at various usage

rates. For each machine, I consider the estimate closest to 800 hours, which is the average usage rate of

the Ugandan grain mills in my sample. The average repair factor for US farm machinery used 800 hours

is estimated at 16%. To account for potential differences in list price and resale price, I further divide by

0.89 which is the average such ratio in the Ugandan data (no such data exists in the US estimates), to

arrive at 0.18.

Forgone revenue during idle time. The ASABE standards (Table 7.1.1) include the total expected

downtime for machines in various farm activities. These are short: ranging from just 3.7 hours a year

(machinery planting soybeans) to 13.6 hours a year (tillage machinery). Taking the average, I arrive

at around 0.33 days of downtime. To arrive at a per-machine value, I rely on aggregate data on US

farm capital-output ratios by the Iowa State University Extension School (2025). Total revenues per

farm in 2023 were around $710,000 and total machinery value was $499,000. Under the conservative

assumption that during the 0.33 days of downtime all revenue is lost, I arrive at a value of downtime

costs per machine value of (0.33/360) � 710/500 = 0.0013.

Similarly, the ASABE Standards (2011) (Table 7.1.2) publishes expected breakage rates. The published

value is that the probability of at least onebreakdown per year is around d0 = 64%.

Replacement. According to the Iowa State University Extension School (2025), annual replacement

rates for farm machinery in the US are around P(replace) = 1/12 (1/15 for tractors). The ASABE

standards further publish expected salvage ratios for machines of different ages. Calibrating to the

average age of food processing machines in the Ugandan sample (6 years), I arrive at an average annual

replacement probability of:

exp(� P(replace) � 6)
å ¥

n= 6 exp(� P(replace) � n)
� 0.11

and an average salvage value of around 38%. The contribution to D is then (1 � 0.38) � 0.11 � 0.07.

Input decay. No estimates for how much fuel ef�ciency declines with machinery age was available in

the US.

A-31




	Introduction
	Data and context
	Motivating evidence on capital depreciation in Uganda
	Descriptive evidence on capital breakdown and its components
	A new unified measure of replacement investment.
	Stylised facts on replacement investment

	A model of endogenous capital depreciation and economic growth
	Model environment
	Repair demand
	Repair supply
	Spatial economy
	Equilibrium

	Estimation and calibration
	Endogenous depreciation and economic development
	Replacement investment and development accounting across Uganda
	Policy tools to increase capital investment
	Model extensions and robustness
	In-house repair
	Fixed repair productivity


	Global development accounting
	A back-of-the-envelope adjustment of K with varying depreciation
	Reassessing the importance of capital in comparative development

	Conclusion
	Additional figures
	Tables
	Additional details on empirical analyses.
	Survey sampling procedure
	Computing 
	Validating machine value estimates
	Constructing replacement investment for US machines
	Farm machinery.
	Motorcycles.

	Classifying firms by market access

	Model derivations
	Capitalist problem
	Capital-to-mechanic assignment problem
	Optimal repair-replace decision
	Optimal maintenance decision
	Queuing behavior
	Mechanic problem
	Analytic solution of the mechanic problem
	In-house repair problem

	Estimation details
	Model inversion to back out A


